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Abstract

In recent years, an important new application of machinlag research has emerged
from the eld of cognitive neuroscience. In “‘mind-readireXperiments, a machine learn-
ing classi er is trained to predict aspects of a human sulsjetental state from patterns of
brain activity recorded by in a functional MRI (fMRI) scannéiowever, a typical fMRI
dataset consists of relatively few, noisy observationsrairbpatterns consisting of tens of
thousands of individual spatial features ("voxels”), sattge selection or dimensionality
reduction is required in order for classi cation to succeed

In this thesis, we present a novel method of dimensionasitiuction that incorpo-
rates three key neuroscienti c assumptions into a proksttn) generative model of fMRI
data, which we call Probabilistic Additive Component Arsa$/(PACA). We provide an
algorithm to t the model using maximum a posteriori (MAP)tiesation, and we show
analytically that MAP estimation is equivalent to matrixtarization with L2 and L1 reg-
ularizations and a non-negativity constraint on one of #wtdrs. We then compare PACA
against two similar dimensionality reduction methodsrgipal component analysis (PCA)
and non-negative matrix factorization (NMF)—analytigadhd by running each algorithm
experimental fMRI data from two cognitive neuroscienceerkpents.

We nd that both PCA and NMF satisfy one but violate two of theunoscienti c
assumptions motivating PACA, and that PACA outperformshl®CA and NMF using
both unsupervised and supervised measures of the qualibeotduced data. However,
supervised methods of feature selection resulted in higherall classi cation accuracy
than unsupervised methods in all but an synthetic, “idedlizase. We conclude that
PACA demonstrates that the integration of existing knogéenhto a generative model can
improve analysis of fMRI data, and several new practicalthedretical improvements on

the model are proposed.
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Chapter 1

Introduction

In the analysis of any suf ciently large dataset, it is ofte#cessary to reduce an immense,
noisy set of complicated measurements into a few succinotlgsions about the under-
lying processes generating the observed data. For exampéemight be interested in
drawing conclusions about global weather patterns fromalleecather station measure-
ments, tracking the location of an aircraft measured onlgdigy radar (Russell & Norvig,
2003), or inferring research topics from a corpus of docusbased on word frequencies
(Blei et al., 2003). In this thesis, we focus on the problemnoind-reading': the decod-
ing of a human subject's mental state from fMRI measuremeifibsain activity over time
(Norman et al., 2006; Haynes & Rees, 2006). The ‘'mind-reagiroblem has become
of increasing interest within the last few years, as theitgib read out even measures
of cognitive state has allowed the direct testing of psyepiglal theories of memory that
were previously impossible (Polyn et al., 2005). Howevee, tmind-reading' problem is
dif cult, because fMRI datasets often contain tens of tremds of uninformative features
and the signal-to-noise ratio is very low Mitchell et al. Q20.

This thesis seeks to address the problenfeature selectionthe necessary prepro-
cessing stage of any ‘mind-reading’ experiment in whicmformative input features are
removed from the analysis. We propose a novel latent variatddel of fMRI data that
incorporates existing neuroscienti ¢ knowledge in thenfioof three critical generative as-

sumptions. We call this modé&lrobabilistic Additive Component Analysis (PACAsing



this model, estimates of the latent variables replace tiggnat feature set and reduce the
dimensionality of the original data in a multivariate fasi the reduced data is expressed
in terms of stereotyped patterns of excitation and intobitior “neural topics.” To test
the model, we show experimentally that the new model resultspresentations of brain
state that improve generalization performance in “miratiey’ type experiments relative
to two contemporary methods of dimensionality reducticddArRRnd NMF.

In this chapter, we rst provide background information delsing the current state of
‘mind-reading' research and the reasons why the analyséslmically challenging (sec-
tion 1.1). We then give a brief introduction to latent vateamethods for dimensionality
reduction, which represent an alternative to traditionathods of feature selection (sec-
tion 1.2). In section 1.3, we give a brief introduction to tin@mework of probabilistic
graphical models, which we will use in chapter 2 for the spation of the PACA model.

In section 1.4, we describe the general methods used to tichates of unobserved vari-
ables in probabilistic models, which we will use in chapté¢o 2nd estimates of the latent
variables of the PACA model. Finally, in section 1.5, we lyrigiscuss other research in
‘mind-reading' fMRI analysis that pursues ideas relevargimilar to those presented in

this thesis.

1.1 Decoding Mental State from Brain Activity

In a typical 'mind-reading’ experiment, a human subjectfpens a cognitive task while
in a functional Magnetic Resonance Imaging (fMRI) scanaad the goal of subsequent
analysis is to predict aspects of the cognitive task fronréleerded patterns of brain activ-
ity (Norman et al., 2006). The tasks involved vary widelyass experiments, depending
on aspects of cognition that the experimenter wishes toysidchine learning algorithms
have been trained to recognize patterns of brain activep@ated with recall of speci c

visual memories (Polyn et al., 2005), the category of imagewed by a subject (Cox &



Savoy, 2003), whether a subject was lying to the experimehteng the task (Davatzikos
etal., 2005), and many others (Norman et al., 2006). Thesiengar diversity in the variety

of analysis techniques applied to the data to generate acpogdrule. Most commonly,

machine learning classi cation algorithms such as a naugdlorks for logistic regression
(Norman et al., 2006), support vector machines (Mitcheldlet2004), or Fischer Linear
Discriminants (Haynes & Rees, 2005) are used in the analystgpresumably any suf -

ciently powerful classi cation algorithm will suf ce (Nanan et al., 2006).

However, there remain signi cant challenges to any minadieg fMRI experiment
that have not yet been overcome, and rst and foremost amueggtis the problem of fea-
ture selection. A typical fMRI dataset contaiB80 1000recorded timepoints of brain
activity, but each timepoint is comprised b 10° voxels, or “volume pixels”, depending
on the spatial resolution of the scanner. Usingléfl voxels as inputs to a generic classi-
cation algorithm is often infeasible. Furthermore, thdigity of only a small fraction of
the potentiallyl(® voxels provides information that is relevant to the taskaatd) due to
neuroanatomical constraints and the high level of noisBlRIfrecordings. Thus, evenif it
were practical to use the entire brain as the input to thesictasit would be undesirable to
do so. Instead, it is necessary to select only those inpturiesithat are likely to improve
analysis of a given experiment. We can narrow down the nurmbeoxels by restricting
our analysis to brain regions we expect to be involved in thgndive task, but feature
selection is still a dif cult problem.

Due to the dif cult nature of the problem, there is no “stardfaapproach to feature
selection, but the Statistical Parametric Mapping (SPMjraach is relatively common
(Norman et al., 2006). SPM uses a statistical test to assigiua for each voxel indicating
its association with the cognitive variables of intereshebasic procedure for SPM in-
volves two steps: calculating a uni-variate test statfstieach voxel, such as an ANOVA
p-value or F-score, and then selecting theoypoxels according to the test statistic for use

in the rest of the analysis (Shen & Meyer, 2006). The choicé ean be based on either



prior expectations (like the anatomical masks) or througlempirical method like cross
validation (section 3.3.2).

However, there are two important limitations to the SPM rodthFirst, SPM attempts
to nd the collection of voxels thatollectivelypredict cognitive state by grouping together
the voxels that are most informatiwedividually; only choosing voxels that individually
correlate with or predict the cognitive variables of insrmight incorrectly exclude vox-
els that are encoding brain state as part of a populationuétimdately the goal of the
analysis is to classifpatternsof brain activity. Ideally, feature selection would invelv
choosing pattern-based features that do not rely on umkteaassessments of individual
voxels (Norman et al., 2006). The second major limitatio®BM for feature selection is
that it is asupervisednethod. Supervised methods require that the data and taks igiat
are present. Thus, SPM cannot be used on unlabeled data,miah though such points
will carry information about the dataset. Ideally, a pdlyiaupervised or completely unsu-
pervised method for feature selection would use all of trelable datapoints to produce
the inputs for the classi er. In the next section, we disqostential means for nding just

such a method.

1.2 Latent Variable Models for Dimensionality Reduction

Rather than seeking to answer the question, “Which of thetifgatures are the most use-
ful for our analysis?”, we can alternatively ask, “Whitransformationof these features
is the most useful for our analysis?” ldeally, we could magnfrthe high-dimensional
voxel space to a much smaller set of features that would ooaththe important high-
level information in the original voxel set while discardimoise and irrelevant activity.
The problem of nding this useful, reduced dimension repreation of a given dataset is
known asdimensionality reductionand it provides an attractive alternative to traditional

feature selection methods. The goal of dimensionalityegdn algorithms is to nd a fea-



ture set of many lower dimensions that is nonetheless “edgiN’ to the original dataset,
in the sense that the useful properties of the old featureasebe reconstructed from the
new feature set with a certain degree of accuracy. Unlike Siiiviensionality reduction
algorithms are typically both inherently multivariate amasupervised, satisfying both of
the major criticisms of SPM raised above; algorithms for elsionality will attempt to
nd a reduced version of the original data without any otheowledge than the datapoints
themselves.

In general, there are many (sometimes equivalent) fanofiegmensionality reduction
algorithms, but we focus here on a particularly intuitivel growerful group of methods
known aslatent variable modelsLatent variable models are used in many elds and de-
ned in many different but equivalent ways, but they can benmarized as follows: in
a latent variable model, one assumes that the observed datgemerated according to
a speci ¢ process governed by a set of unobservedateny variables. If one knew the
values of the latent variables, the actual observed datépwiould be redundant—all the
important aspects of the original data could be recreateadyuke generative process that
we assume has generated the data in the rst place. Lataabl@models can be used for
dimensionality reduction when it is possible to infer theefd variables from the dataset
and when the dimensionality of the latent variables is lothian the dimensionality of the
original data; we can simply replace the observed data binfeered values of the latent
variables.

An example of latent variable models for dimensionalityuettbn is Latent Dirichlet
Allocation (LDA) (Blei et al., 2003). LDA is a probabilistimodel of text documents which
can reduce a corpus of documents (represented by vectorsrdfa@unts) to probability
distributions over “topics,” which are themselves proligbdistributions over words (Blei
et al., 2003). Given a corpus of documents as an input, LDA wdl the set of K topics
that best explains the data according to the model. ThukeietareD documents with

a dictionary of sizeV words, theD W input matrixX is reduced to ® K matrix



expressing the documents in termskoftopics, and & W matrix de ning the topics
over words. By choosing W, LDA will produce matrices of latent variables that
are much smaller than the original data, but which can be teseztreate the word counts
of the original documents according to the LDA model. In ey, LDA can reduce the
dimensionality of an entire corpus of documents to a muchemmanageable size.

Of course, it is important to remember that just because eeivimased dimensionality
reduction algorithm will infer the model parameters fromiaeg dataset is no indication
that the output will have any meaningful interpretation. ohdler to successfully reduce
the dimensionality of data, any latent variable model muskensimplifying assumptions
about the origin of the data. The utility of the reduced datadpced by the model depends
on the degree to which the underlying assumptions are apptepo both the real origins
of the data and the desired interpretations of the reductd dan the one hand, if the
model assumptions are misguided, oversimpli ed, or is $ympcorrect, the resulting re-
duced data produced by the model will very likely have cagdurothing of interest about
the original dataset. On the other hand, even if the modesd dapture important aspects
of the data, and even if the model reproduces the data stdigltgdte simpli ed represen-
tation of the data within the model might be useless for therdd analysis. For instance,
although LDA will produce excellent models of documentsamis of the counts of words
within the document, LDA would be useless for researchdesésted in investigating the
grammatical structure of a corpus of documents.

With such a large number of voxels and such a small number sémwhtions, it is
likely that there are many ways in which to represent fMRIladats in terms of smaller
sets of latent variables, and it is equally likely that sorhthese representations are more
useful for the "'mind-reading' context than others. If we treise latent variable models
for ‘'mind-reading’ experiments, it is therefore cruciahtihhe assumptions underlying the
model are appropriate for the neuroimaging context. We nanwsicler one representation

of statistical models that provides an excellent frameworkspecifying complex models



from a concise set of straightforward assumptions: prdistibigraphical models.

1.3 Probabilistic Graphical Models

How does one construct a model? Often, there are many egoivalys of expressing
a single statistical model, and which representation isntlest “natural” is a matter of
debate. For our purposes, and throughout this thesis, wemmharily considerproba-
bilistic graphical models Probabilistic graphical models are useful because theyige
an intuitive, compact representation of otherwise comphexels. Furthermore, given a
probabilistic graphical model and a corresponding set aflt@nal probability distribu-
tions, itis easy to nd other important equivalent probatit representations of the model:
namely, thegenerative procesandjoint probability distribution.

In this thesis, we focus on a speci ¢ sub-class of probailigraphical modelsgi-
rectedgraphical models. A directed graphical model is a direct®gtlic graph (DAG)
G = fV; Egwhere each node is associated with a random variatdg, and where each
nodeX, is de ned to be conditionally independent of all other nodggen its parents.
Recall that conditional Independence, reXdi$ conditionally independent of givenZ,”
is de ned as

P(X;YjZ)= P(XjZ)P(Y]jZ), (1.1)

whereX , Y, andZ are random variables. The signi cance of the conditiondeipendence
relationships in the graphical model is that they allow thiatj probability distribution of
all nodes in the model can be written succinctly entirely in ®ahconditional probability
distributions:

Y

P(X)= P (X,jParents(X,)): (1.2)
v2V

Equation 1.2 is practically useful in the statistical manigiwe describe in this thesis

for two reasons. First, it is often much easier to specifyditbonal probability distributions



Zn

X

Figure 1.1:A simple graphical model of coin ipping. The unobservediaate Z,, (open circle)
determines the identity of the coin chosen, and thus thegimitity distribution of the observed ips
Xn (lled circle). We represent this relationship in the graph a directed edge frord, to X,.
Rather than draw this diagram for eaZh andX,,, the enclosing plate around the two variables
indicatesN repetitions of the structure.
than joint probability distributions when we are descripgomplex systems. For instance,
if we are modelind\ binary variables, such as the occurrences of words in a dextjiwe
need to assign probabilities to a8 possible combinations of outcomes to describe the full
joint distribution, and we might feel unsure as to what th@sdabilities should be. On the
other hand, it's a lot easier to de ne the conditional probaés of words appearing in a
document given that we know the document is about a certpio (Blei et al., 2003). The
other major bene t of de ning graphical models using comatital probability is that many
times, many different variables in the model will share thene conditional probability
distribution, so equation 1.2 can be simpli ed even further

As an example, consider a simple model of a coin- ipping eyst The system consists
of two steps. First, a coin is chosen at random by the system & pool of available
coins. Some of these coins are fair coins that will land oratts8 or “tails” with equal
probability, but some coins are unfair, and these will alsveand on “heads.” It is equally
likely that a fair or unfair coin will be chosen by the systeflme second step is to ip the
chosen coirN times. What is the probability of observing 10 “heads” ipsa row? We
could attempt to model the system by guring out the joint lpability of every possible

outcome: fair coin chosen, ip 1 is “heads”, ip two is “taillsand so forth. However, the

most straightforward answer exploits the local conditigmabability relationships de ned



by the system througimarginalization if the coin was unfair, the probability i&. If the
coin was fair, the probability i4=2'°. Since the probability of choosing each coirtliz2,
the probability of observing 10 “heads” ips in a row is2 + 1=211,

We can now form a compact, intuitive probabilistic graphimoadel of the coin ip sys-
tem. To formalize our knowledge, we de ne an unobserved oamdariableZ to represent
the choice of coin, and the observed random variaKlgs: : ; X for each coin ip. Then

we de ne the following local probability distributions:

pP(Z = Fain)=1=2; P(Z = Unfair) =1=2;

P(Xpn=HjZ=Fain=1=2;, P(X,=HjZ = Unfair)=1:

These state that there is equal probability that the chosenfair or unfair, but that an
unfair coin will always land on heads. Finally, we can drawaasociated grap@, with
nodes forZ, andX ; throughX (gure 1.1). To indicate thaZ is an unobserved variable
(we don't know which coin was chosen by the system), the nodg is left un lled. From

equation 1.2, we now have the full joint probability distrilon for our model:

W
P(X1n:Z)= P(2) P(XnjZ): (1.3)

n=1

Now let us consider how this example relates to latent vagiaimdels. Suppose we had
observed a sequence Nf coin ips, and we wished to infer which coin had been chosen

by the system. By applying Bayes Rule, we know that

B(X1njZ)P(Z) .

P(ZjX1n)= :
( J 1.N) zP(xl:N;Z)

(1.4)

Using the conditional probability distributions de nedafe, we can evaluate the numera-
tor of equation 1.4, and we can evaluate the denominatog@sjoation 1.3. Thus, we can

use Bayes rule to infer the value of the latent variablan this model from an observed



® P

O
o

(. J

Figure 1.2:A slightly more complicated model of coin ipping. We add arpmeterp that estab-
lishes a prior distribution on the coin choic2g. This xed parameter is notated with a dot in the
circle, and because eaeh, is conditionally independent givem the p node is located outside of
theN plate.

dataseX ;. . We could even consider replaciXg .y with the valueZ as a form of dimen-
sionality reduction, since, knowing, we can recreate data with the same distribution as
X1nN-

At this point it is worth considering what the modsnnotdo, due to the limitations
of the simplifying assumptions we have made. One importansequence of the way we
have de ned our model is that the individual coin ips aegchangeablebecause each
coin ip depends only orZ, the actual ordering of the ips is irrelevant to the modele W
see this in the product term of equation 1.4: the orderingp@térms in a product does not
change the result, so we can reorder the coin ips howeveikee Equivalently, each coin
ip is independent of every other coin ip given the unknowmantity Z. However, this
assumption might be inappropriate for the coin ipping €yst If we supposed instead
that the coins were landing in a malleable surface, sucHlastjgen this assumption might
not hold — the later ips might be biased by the deformitiesaduced into the jello by the
previous ips. Furthermore, from the dimensionality retlan standpoint, exchangability
might limit the usefulness of the model. If we need to re@eéi.y exactly, preserving
order, we will need a more complex model than the one in gufe 1

To nish off our simple example of probabilistic graphicaloakels, we increase the

10



complexity of our model by adding the assumption that thédabdity of choosing a fair
coin varies as the coin ipping experiment is repeated ofedint days. We introduce a

new parametep, and change our conditional distribution foras follows:

P(Z = Faijp) = p; P(Z = Unfairjp)=1 p:

BecauseZ now depends op, we must add another node to our graphical model ( gure
1.2. However, since we are not assumirtp be a random variable, however, we mark the
node forp with a dot; this indicates thatis a xed parameter. Suppose we want to infer
a value forp from a set of observed coin ipX .y ? Unlike in equation 1.4, there is no
probability distributionP (pjX 1. ; Z) that we can calculate. In this case, we must form a
point estimatgd using a method such as maximum likelihood estimation (sedti4).

Although we have only looked at a simplistic example, thenepde illustrates the three
primary bene ts of the graphical approach that we advocatthis thesis. First, all the
assumptions of the model are immediately accessible andteamderstand, as condi-
tional probability distributions must be speci ed for eacdndom variable in the model.
This makes it easy to qualitatively assess the suitabifithe model to a given problem
(e.g., the “jello problem”), and to qualitatively compareeomodel to another. Second,
the conditional probability distributions are suf cierd fully specify the entire model, so
probabilistic graphical models are easy to build, modify] then expand later (e.g., adding
the parametep). Finally, once the probabilistic model is fully speci ede can apply any
number of standard algorithms to form estimates of unkncaviables or parameters, such
as maximum likelihood estimation or expectation maxima@af{EM).

Finally, the last section of background material we covethis speci ¢ method of
approximate inference used in the remainder of this theséximum a posterioiMAP)

estimation.
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1.4 Maximum A Posteriori (MAP)Estimation

Let us now consider any probabilistic model in a somewhatenadstract case. Given a
set of observed data and a set of governing parametershe probability of observing
the data under a particular parameter set is de ned adikbkhood | of the data with

parameters. For a xed dataseD, the likelihood function is a function of the parameters

I( ;D)= p(Dj ): (1.5)

Note that we can de ne the likelihood function even ifs a set of xed parameters that
have no distributiomp( ). We can use the likelihood function to infer estimates of the
parameters from the observed data. Consider the set of pmfasﬁ,m that maximize the
likelihood function; we can think of these parameters aptrameters that have the “best
chance” at explaining the observed data. This is becBubkas the highest likelihood of
being observed when= "y : If we wish to nd a point estimate of the parameters, then

bML will be a reasonable choice. We de Ng, formally as
"wL =argmax|( ;D); (1.6)

and By, are thus known amaximum likelihood estimato(Russell & Norvig, 2003). In

practice, it is often easier to maximize tlog likelihood which we denoté :

Buc

argmax logl( ;D

argmaxL( ;D) (1.7)

If we considered the unobserved variaBlen the latent variable model in gure 1.2 to be
the parameters of the model, we could have chosen to ignerprtbability distribution
P(Z) and estimated usingZ’ML instead of calculating the distribution in equation 1.4.

However, a more complicated model might also assumpeaa distributionp( ) over

12



the parameters. Intuitively, this is assuming that paranssts some areas of the param-
eter space are more likely to be observed than others. If it twgparameterize the prior

distribution with its own set of parameters, we write

p()=p(] ) (1.8)

where is the set ohyperparametersf the model. Under these assumptions, it is not suf-
cient to estimate by simply maximizing the likelihood function. For examptsnsider
the case Wherp(bMLj ) is extremely low. In this case, the prior probability distriion is
saying that observing the estimafdy is very unlikely, even thougﬁML might best ex-
plain the observed data. To avoid this problem, we can maehieposterior distribution
of the parameters given the observed dataset, rather tedikeétihood. The posterior dis-
tribution p( jD) can be de ned in terms of the likelihood and the prior digitibn using
Bayes Theorem:
. Dj '
o( D) = p( Jp()[§>§ i)

I p(Dj )p(j )= 1(;D)p( ] ): (1.9)

Instead of maximizing the likelihood, we can instead maxgrthe posteriop( jD); this
is known agmaximum a posterior (MAR)stimation (Russell & Norvig, 2003). We de ne

the MAP estimateQMAp as the set of parameters that maximize the posterior:
"vap =argmax!( ;D)p(j ): (1.10)

In practice, it is often easier to to maximize the log of theteador distribution, which we

de ne as a function of .
L(;D; )=logI( ;D)+logp(j ) (1.11)

13



In this case, we see that to nH,IAp, we maximize the sum of the log likelihood and the
log of the prior over the parameters. We also note that thmseanritten as the sum of the

log likelihood of the data and the log likelihood of the paeders:

L(;D; )= L(:;D)+ L(; ): (1.12)

Thus, MAP estimation is equivalent maximum likelihood e&ttion with a penalty term
logp( j ) added to emphasize certain portions of the parameter sBach.penalty terms
are used elsewhere in areas of statisticsegslarization(Hastie et al., 2003). We will
explore this relationship between MAP estimation and ragztion in more detail within

the context of the PACA model in section 2.4.4.

1.5 Related Work

Although the dimensionality reduction method presentdtii;mthesis is novel, the “multi-
voxel” approach to fMRI analysis is a more general methotdhha been attracting increas-
ing interest over the past few years (Haxby et al., 2001;iPetyal., 2005; Norman et al.,
2006; Detre et al., 2006). Recently, a multi-voxel approtcfeature selection has been
proposed that uses a “searchlight” to perform statistestiston spatially localized groups
of voxels (Kriegeskorte et al., 2006). However, this metlsddndamentally different from
the approach advocated in this paper, as the individualfeaproduced by the method are
still voxels, and it is fundamentally a fully supervised ined.

In general, there have been many prior applications of d&elity reduction tech-
niques to fMRI datasets, but very few within the context oftalling mental state from
brain activity. Most involve the application of Principab@ponent Analysis (PCA), a
powerful technique which has been applied in almost innaiviercontexts (we discuss
PCA in more detail in section 2.5.1). Fan et al. (2006) used R dimensionality re-

duction as one part of a three-tiered feature selectionnseheéAlthough not classifying
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brain activity, Ford et al. (2003) used Principal Compon®malysis (PCA) to reduce the
dimensionality of voxel activation maps to classify activa maps as belonging to pa-
tients with various neurological diseases. PCA has alsa bpplied to many other fMRI
analysis in other experimental paradigms (Peterssonl,et99; Andersen et al., 1999).
Non-negative matrix factorization (NMF), a much newer t@qgoe, has been applied to
fMRI only recently (Wang et al., 2004). Although we do notaliss Independent Compo-
nents Analysis (ICA) in this paper, ICA can be used in conjiomcwith PCA as as method
for isolating spatially independent components with fMRtakets. ICA has been applied
to a wide variety of fMRI analyses (McKeown et al., 1998; Fmamoa et al., 2004). Fi-
nally, a wide variety of non-linear dimensionality redwuctitechniques have been used in
paradigms outside of the 'mental state decoding' descritezd (Shen & Meyer, 2006).
Although the mostly Bayesian and probabilistic approadsented in this thesis has
been applied to the analysis of fMRI data before, the use lkas lbargely limited to
Bayesian versions of conventional fMRI analysis (Petarsset al., 1999; Frank et al.,
1998). Notably, Mitchell and colleagues have developedapnplied a directed graphical
model, the Hidden Process Model (HPM), to certain limitediMiatasets within a "mind-
reading'’ type of context (Mitchell & Rustandi, 2006). Hovegymost of the linear methods
for dimensionality reduction described above have beewslio belong to a single family
of generative statistical models, but with slightly varyiassumptions (Tipping & Bishop,
1999; Roweis & Ghahramani, 1999); thus, the general metlesdribed in this thesis has
already been widely used, even if itis not yet widely recagdias such. When we compare
the PACA model to PCA and NMF in more detail in sections 2.%1d 2.5.2, we shall see
that PACA is also a member of the same general family of modefswith assumptions

that are more appropriate to fMRI datasets.
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Chapter 2

Probabilistic Additive Component

Analysis (PACA)

In this section, we introduce a probabilistic generativelslof functional MRI data, which
we callProbabilistic Additive Component Analyg$RACA). We rst introduce in detail the
key motivating assumptions behind the model and compagsethgsumptions to those be-
hind two linear methods of dimensionality reduction, Pipa¢ Component Analysis (PCA)
and Non-negative Matrix Factorization (section 2.1). Thedel is de ned in detail in sec-
tion 2.2, and the procedure for tting the model from data éscribed in section 2.3. An
alternative formulation of the model as a regularized médactorization is given in sec-
tion 2.4.4, and in sections 2.4.2 and 2.4.3 it is shown thgalegization induced by the
priors speci ed in our assumptions are equivalent to the h@ h1 regularization used
in many other algorithms. A principled method for selectimgper-parameters based on
the proportion of regularization desired is presented wtige 2.4.5. Finally, a working

implementation of PACA is described in section 2.6.
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2.1 Motivation

Given that there already exists a plethora of linear andlm@ar methods for dimensional-
ity reduction, why introduce another linear model? Firstdescussed in section 1.2, latent
variable models for dimensionality reduction offer an attive alternative to supervised
feature selection methods, but ascertaining and assdbgiagsumptions underlying these
models is critically important when interpreting the résulTherefore, rather than simply
applying existing models to the "mind-reading' experinseand then assessing the validity
of the assumptions involved, we set out to create a new mattelalid, neuroscienti c as-
sumptions from the outset. Furthermore, as discussed fioBelc 3, it is relatively easy to
construct statistical models using the framework of prdlistiz graphical models; this also
will allow us to expand the complexity of the model to incorgi@ spatial or time-series
relationships in the future (section 4.2).

The PACA model was designed to capture three speci ¢ assongp{two neurosci-
enti ¢, and one statistical) that we believe are appropriatr analysis of fMRI datasets.

These assumptions are de ned as follows:

1. Brain activity is driven by a nite number of excitatory andhibitory neural pro-
cesses, or “neural topics.This is a basic assumption that is fairly common across all
areas of neuroscience, and evidence for both task-relateigon and task-related
inhibition in functional imaging experiments is readilyagable (McKiernan et al.,
2003). We capture this assumption in our model by assumiaigetiaich underlying
neural topick has a stereotyped effect on each voxelvhich we represent by a
real-valued scalar parameteg.,. Excitation is represented by positive values and
inhibition represented by negative values, and a singlega® can have excitatory
and inhibitory effects in different brain areas simultangly. For example, if there
were a neural topic that corresponded to a particular wgrkiemory task, we might

expectto nd high positive values ofy., in areas of prefrontal cortex associated with
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high level cognitive tasks and short-term memory, and neg@aalues of ., in areas

responsible for the processing of distracting stimuli dgrihe experiment.

. Neural topics sum additively to produce the observed vosilations at any given
point in time. Speci cally, the measured activity of each voxel at each timd is
de ned by

X

Xgv = Zt kv T (2-1)
k

where ., is the effect of the&'th neural topic on the/'th voxel (described above),
Z+ IS a positive real number indicating the degree of activatbthek'th neural
topic at timet, and is an error term. The linear sum makes our model linear (as we

shall see, similar to PCA and NMF) and greatly simpli es thathrematical analysis.

The requirement that the topic activations; are positive serves two purposes.
First, we wish to account for the fact that the cognitive aakes being decoded in
most “mind-reading' experiments are almost exclusivelsitpege. For example, in a
category-classi cation experiment, where the goal is tedct what class of stimuli
a subject is viewing (Cox & Savoy, 2003), the cognitive vialéeof interest is a bi-
nary indicator for whether or not a particular stimulus slaspresent. Thus, if the
stimulus is “dog,” we wish to model brain activity involved representing the con-
cepts of “dog” vs. “no dog” through the various activatioristee unobserved neural
topics we are trying to model. If we were to allow negative\ation of topics, then
by this reasoning we would be modeling the additional conoépnegative dog,”
or the negative activation of whatever neural topics c@oeas to the “dog” topic.
Similarly, in a lie-detection experiment (Davatzikos ef aD05), the goal is to model
the presence or absence of top-down brain activity assatiaith deception, with
no concept of “negative deception.” Furthermore, althotighcognitive variables
in these examples are binary, we do not restrict the aatiwatof the topics to be

strictly binary, since we don't realistically expect nelut@pics to be activated in a
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sudden all-or-none fashion when considered over the twansbxesolution of fMRI

recordings.

The second motivation for the positive constraint is thaifpee topic activations
greatly enhance the interpretability of the tted resultsni the model. Using our
interpretation of the neural topics parameters as excitation and inhibition, allow-
ing the activation of a neural topi.; to be negative would change the sign of the
topic's effect in the observed activity, effectively switng excitation to inhibition
and inhibition to excitation. For example, negative adtosa of a neural topic cor-
responding to the processing of auditory stimuli, which Imigxcite auditory cortex
when positively activated, would then leaditdnibition of auditory cortex instead.
Although it is unclear whether or not this scenario is neciergti cally plausible,

it is clear that interpreting the activation maps assodiatéh a particular topic is

much easier if one can easily distinguish inhibition froncigaion.

. The fMRI pattern-classi cation problem is inherently oxsgreci ed, and regulariza-
tion is required for any model to generalize properlis previously described in
section 1.1, many fMRI datasets involve sparse obsenatidrvery high dimen-
sional variables. Thus, the problem of tting any suf cipntomplex model to the
data isover-speci ed:for any given instance of a dataset, there may be many solu-
tions to the model that can explain the data equally well {ida al., 2003). This is
a problem for several reasons; with so many features andasoliservations, there
is a good chance that even with a relatively small number dficed dimensions,
we might expect the model to nd an arbitrarily good t to théserved data unless
additional constraints are imposed. If we are attemptirggeteeralize to a previously
unobserved test set, the model will be at severe risk for-diteg. Finally, if the
solution to the model is not stable and unique, it is dif c(iftnot impossible) to

draw reliable conclusions from experimental results.
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One statistical approach to solving over-speci ed proldasto introduceegular-
ization, which forces a model to minimize a penalty term on the pataraeof the
model in addition to an objective function used to assessttbkthe data. Com-
mon penalty functions are the L2 norm (used in ridge regoe3<ir the L1 norm
(known as “the Lasso” method in regression) (Hastie et 80D32. The penalty func-
tions force the model to use a “simpler” parameter set toa@rghe data than that
which would be found by pure minimization of the objectivadtion, where differ-
ent penalty functions imply different de nitions of “simgl parameter sets. Further-
more, regularization has been shown experimentally to heafée when conducting
‘mind-reading’ type experiments. In a “brain activity iqeetation’ competition held
in 2006 fttp://www.ebc.pitt.edu/PBAIC.html ), in which teams competed
to predict aspects of subject's mental state while watcleipigodes of Home Im-
provement, the second place entry used ridge regressioaragfptheir analysis
(Chigirev & Stephens, 2006). Regularization in the PACA elad accomplished
through the use of prior distributions over the parameteeswill investigate later
how these priors are equivalent to L2 and L1 regularizatiorspace and time, re-

spectively (sections 2.4.2 and 2.4.3).

After we de ne these assumptions quantitatively, we shedl Bow these assumptions
compare to the assumptions implicit in PCA and NMF. As it tuonit, the “neural topics”
we describe are essentially equivalent to the “principahgonents” that are found by
PCA, but with the extra speci cation that the neural topiosnsadditively Furthermore,
we de ne our modeprobabilisticallyin terms of a generative random process, using prior
probability distributions to add regularization to theirtty process, unlike PCA. This is
the origin of the name for our new model, which we will analyaethe remainder of this

chapter: Probabilistic AdditiveComponent Analysis.”

Lit's also worth noting that the third-place entry (Battleagt 2006) used a graphical model as part of their
analysis.
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2.2 Model De nition

Now that we have motivated the PACA model, it is time to beginlé ne the model. At
this point, it is useful to formalize the terms and notatiahave introduced in the previous

section.

2.2.1 Notation

We represent a given fMRI dataset a¥ a V observed matriX , whereT is the number

of recorded samples in the dataset & the number of voxels. The activity of thth
voxel at timet is notatedk.., , and it is a scalar, real-valued number recorded by the gcann
Each rowx; of the observed matriX is thus a pattern of activity across all recorded voxels
in the brain at a single point in time, which we refer to agadtern Each columrmxy .,

is a vector of observed values of a single voxel for the emtin@rse of the experiment. In
reality, each voxeV corresponds to a point in 3D Cartesian coordinate spacégese is a

mappingf from the columns oK to a 3D coordinate

whereD is the dimension of a cube containing the subject's brainvéier, although one
might wish to construct a model that assumes relationshepsden neighboring voxels
in 3D space (section 4.2), PACA (like PCA or NMF) indexes Jexarough the arbitrary
ordering induced by . Similarly, although we descri¢ as being indexed by timi the
actual ordering of the datapoints in the model is arbitragafn, as in PCA or NMF).

We de ne aneural topicor justtopicto be a row vector , consisting of a single real

valuedtopic mearfor each voxel:
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If there areK different topics in our model, these are represented Ky aV topic matrix
. Each row of is a single neural topic, while each colump;., is a vector of thek
different topic means for the'th voxel in the dataset. At any timg we de ne thetopic
activationto be a positive real numbek.; the topic activation can be interpreted as the
degree to which a given neural topic is in uencing neurahaigt in the subject's brain.
Finally, we de ne the subject’brain stateat timet to be a column vectar, ; consisting

of the topic activations for each of tlie topics at timet:

The complete set of brain states for each pointin time fonglsidataset is thenthié T
matrixZ. The columns oF are the brain states for each time-point as de ned abovdewhi

each rowz, is the activation of a single topic over the course of therergkxperiment.

2.2.2 Generative Process

We can now formally de ne the generative model underlyingCRA We take a similar
approach as in our de nition of the coin ipping model dedwd in section 1.3: we rst
de ne a generative process that incorporates our desireahgstions about the data, and
then show how this process can be represented graphically.

In the PACA model, the observed dataare generated through a three step random
process ( gure 2.3). The rst step of the process is to geteettaeK neural topics for each
voxel, . These are drawn randomly from a Normal distribution ( g@ré&) with mean
and variance 2;

kv N KV 2 ; 8k;v: (2.2)

Because each component of each topic is drawn independelitlgpic means ., will
be independent of all other topic means given the parametemnd ,u?. Thus, like the

coin ips in the example in section 1.3, the individual vog@nd topics are exchangeable.
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Figure 2.1: Example probability density functions of theridal distribution, from which
is drawn in the PACA model. The parameteis the mean of the distribution, whil€
is the variance. The distribution is plotted for severaliealof( ; ?2).

The Normal distribution was chosen as the prior foto satisfy our rst neuroscienti c
assumption; because the domain of the Normal density fumddithe real line, the values
of each ., are unconstrained. Furthermore, by placing a prior distieim on , we will
see that the we satisfy our third motivating principle, as th parameter enforces an L2
norm regularization of the topic means (section 2.4.2).

The next step of the process is to generate the brain statesdt point in time/Z.

These are drawn from a Gamma distribution ( gure 2.2) witasta and scaldx

z: Gammda;b: (2.3)

Again, each component of each brain state is drawn indepéligdeom the same distribu-
tion, so the time-points are considered exchangeable. Binenta distribution was chosen
to satisfy the second motivating assumption behind the inadece the domain of the

Gamma density function is over the positive realsis constrained to be non-negative.
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Figure 2.2: Example probability density functions of then@aa distribution, from which
Z is drawn in the PACA model. The parameteis theshapeof the distribution, whilebis
thescale The distribution is plotted for several values(af b).

Furthermore, as we will see in section 2.4.3, the Gamma pnéorces an L1 norm reg-
ularization over the brain states with certain parametgmggs, again satisfying the third
motivating assumption for PACA.

The third and nal step of the generative process is to gdaehe observed data matrix
X. The activation of voxeV at timet is assumed to be drawn from a Normal distribution
where the mean is the additive summation of the topic megpsveighted by the topic ac-
tivationsz.,, and the variance is de ned by a parametgr Thus, we de ne the conditional

probability ofx;, given the corresponding topic vectors;., andz.:

Xt;vj hiviZnit N Reys 3 ; (2.4)

where
X
Rey = Zxit k- (2.5)
k

Equivalently, we can de ne&., exactly as in equation 2.1 by setting the noise tetmbe
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Figure 2.3 The generative process formulation of PACA.

Choose xed values for hyperparametess, 2, 2,and .

1. Draw , N , 2l forallk2f1;:::;Kg.

. . P .
i. Compute the predicted me&p, = E=1 kvZk:t for voxelv at timet.

i. Drawxy, N (Reyv; 2).

normally distributed with mean zero and variance Thus, the parameteg can be inter-
preted as the variance of the noise in the observed dataharstdib®,, can be interpreted
as the predicted activation of voxeht timet in the model.

We can now summarize the various random variables, paresnated hyperparameters
of the PACA model. In this model, the only observed quanstyhie matrixX , which we
have assumed has noise with varianée The latent variables of the model areandZ,
which are also the parametersXfin the conditional probability distributiop(X| ;Z).
The latent variableZ and are in turn parameterized by the xed sets of hyperpararseter
fa;bg andf ; ?g. The model is also de ned by the dimensions of the variabl\égt,
andK . All of the constants, variables, and parameters are surpetafor reference in
table 2.1. Finally, we note that have included all three afgmimary assumptions into the
PACA model: the matrix consists oK neural “topics” that sum additively according to
the topic activations in the matrix to form the observed data, and botlandZ have prior

distributions that will enforce regularization when tgn

2.2.3 Probabilistic Graphical Model and Full Joint Distrib ution

From the generative process summarized in gure 2.3, it s/da draw an equivalent

graphical model. Following the procedure outlined in s@ttl.3, we build a graph with
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Symbol | Type Dim Prior Description

X | Observedrv. T V Normal | Observed brain patterns.
Latent r.v. KV Normal | Topic means.
Latentr.v. K T Gamma| Brain states.
Hyperparameter Scalar None| Variance of allX .,
Hyperparameter Scalar None| Variance of all .,
Hyperparameter KV None | Mean for each .,
a; b | Hyperparameter Scalar None| Parameters for the Gamrmdaprior

ox o N

Table 2.1: The variables (latent and observed) and hypemeters of the PACA generative
model.

nodes for the random variables Z, X, and the hyperparameteas b, 2, and 2. X
depends on both andZ, in addition to 2, so edges are added fromto X, from Z
to X, and from 2 to X. However, depends on and 2, andZ depends o andb,
so these edges are needed as well. Finally, ¥nlig observed, and, b, 2 and 2 are
hyperparameters that do not change, so we decorate the aoaeslingly. The completed
graph is shown in gure 2.4.

From the graph in gure 2.4 and the conditional probabilifgtdbutions we de ned
when expressing PACA as a random process ( gure 2.3), it vg easy to obtain the full
joint distribution of the PACA model. Using the formula inweion 1.2, we write the joint
distribution as the product of the conditional probabitiigtribution of every node in the
graph, given its parents. Thus, the joint probability of@tvations of the random matrices

, Z, andX given the set of xed hyperparameters= f 2; 2; ;a;kgcan be written as

following:
p(X; ;Zj )= pZja;Bp( | ; »p(Xj ;Z; 2); (2.6)
where
_ Y Y a1
p(ZJa,b)— . Zk;t mexpf Zk;t—tg, (27)
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Figure 2.4:The probabilistic graphical model representation of Phdlstic Additive Components
Analysis (PACA). Each observed data poxat, is Normally distributed around the weighted addi-
tive sum of theK latent componentsy., of voxel v according to th& non-negative coef cients
zy for timet, z.¢, with variance f The unobserved additive components or “neural topigs;
are normally distributed with meap., and variance 2, and the non-negative coef cients or “brain
stateszy; are distributed according to a Gamma distribution with sfepnd scalé.

as de ned by the probability density function of a Gammariisition,

L2y = Yoy 1 1 2 .
p( J 5 9= WGXD ﬁ( kv kv) (2.8)
\Y

k

as de ned by the probability density function of a Normaltdizution, and

) Y Y 1 1
Xj 5z, 0= ICEYE >
p(X] X @ = P

t

Xev  Rev)® (2.9)

again, applying the probability density function of a Notrdastribution and using the
de nition of R, de ned in equation 2.5. Thus, the probability of observikg , and
Z together is proportional to the probability of observingand Z individually and the

probability of generating the observed values<ofrom andZ with noise governed by

2
X
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2.3 Estimating andZ from Data

Now that we have fully speci ed all relevant theoretical asts of the model, we show
how the latent variables andZ can be estimated from a given set of observed Haté/e
use the method afnaximum a posteriorestimatation introduced in section 1.4; we will
see in the next section that this method for estimating ttentavariables can be used to
characterize PACA purely in terms of a regularized leastased-error matrix factorization,
without an explicit probabilistic model.

We now apply the method of MAP estimation to the PACA modelhis paper. Al-

though andZzZ are latent random variables, we de ne the parametéosbe
=f :Zg; (2.10)

since andZ are the parameters for the modeled distributiorXgfand these are the
variables which we want to estimate. Following the formolagiven in section 1.4a, b,

2 ,and 2 are the hyperparameters of the model:
=f;ab; 2 2g (2.11)

The hyperparameters are considered xed, along Witfor the MAP maximization prob-
lem. The observed datadetis then simplyX. We can then write the log posterior (equa-
tion 1.12) of the PACA model in terms of the log likelihoodsbé data and the parameters

as follows:

L(;D; )

L(:D)+ L( ;) (2.12)

L( ;Z;X)+ L(; % )+ L(a;b2); (2.13)
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where

TV 1 X X
L( ;Z;X)= 7'09(2 ) 532 Xev  Rev) (2.14)
Xt v
KV 1 X X
L(; % )= T|09(2 ) 52 (kv k)5 (2.15)
k v
and
" . #
X X h Z,
L(a;bZ) = (a 1)logz. T Tlog (a) Talogb ; (2.16)
kot

are the individual log likelihoods ok, , andZ, respectively, and;, is de ned as in

equation 2.5 The MAP estimation problem for PACA is therefor
bMAp:argmax L( ;Z;X)+ L(; % )+ L(abhz) ; (2.17)
Z

subject to the constraint

zZ o (2.18)

We can attempt to solve this problem by taking the derivativihe log posterior with

respectto andZ:

@] a 1 1 1X
) b’ 2 v Riow) koul 2.1
@lZo;to Zko'to b )% , [(Xto,v to,v) ko,V]’ (2.19)
and
@ 1 1 X
@ = —2( ko;vo ko ;Vo) + — [(Xt;vo kt;vo) Zy, ;t] . (220)
Ko:vo 2

Unfortunately, these derivatives cannot be analyticallyed to nd the critical points of
the log posterior function. Therefore, we must use numenthods to nd the MAP
estimators; in this thesis, we use a conjugate gradienedésdgorithm to solve equation
2.17. However, optimizing under the inequality constrargquation 2.18 poses a number

of practical challenges to this procedure. Thankfully, \&a sidestep these issues entirely
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through a simple reparametrization éfthat converts the constrained maximization in

equation 2.17 into an unconstrained one.

2.3.1 Unconstrained Optimization

To convert the constrained maximization problem in equefdl7 to an unconstrained

maximization problem, we apply the following reparametation ofZ:

Zit = expfweig;  8k;v (2.21)

wherewy.; is unconstrained. Since exponentiation is a monotonidadiseasing function,
the maximum ofL with respect toN will be equal to the maximum with respegt and
given® yap, We can easily nd@MAp. However, because exponentiation maps the real line
onto the positive reals, the maximization problem with eztpoW is now unconstrained.

Plugging inW for Z results in the following set of changed log likelihood fuoais:

" #
X X eWk;t
L(a;gW) = (a  1)wy 5 Tlog (a) Talogb ; (2.22)
k t
and
" 1#
TV 1 X X X ’
Xt v k
The new derivatives are as follows:
" ! #
@_ B eWko?to 1 X X Wit Wy .
@\%;to - (a 1) b + _)% , Xto;v . k’\/e 0 ko;ve 0:t0 ’ (2.24)
and
" ! #
Q 1 1 X X e
@« = _2( ko:vo k;v) + 2 Xtvo kvo€ €Tkt (2.25)
0:Vo Xt K
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Thus, for a given set of hyperparametersb, , 2, and 2, and an observed dataset
X, we can nd the MAP estimator®,,,, and Byap by directly applying methods for

unconstrained optimization.

2.4 Setting Hyperparameters

So far, we have not yet dealt with how to set values for the ipgrametersa, b, , 2,
and 2. We now present a principled method of selecting hyperpaters based on the
interpretation of the prior distributions as regularieag8 of the neural topics and brain
states, respectively.

Let us start by considering the dual minimization problerth®omaximization problem

in equation 2.17:
fbyap; Buapg =argmin - L( ;Z;X) L(; % ) L(abz) : (2.26)
Z

The formulation in equation 2.26 is simply minimizing thegaéve log posterior function,

but at this point, we can ignore the underlying probabdistntext and consider equation
2.26 purely from the perspective of an optimization probl&eacause we are minimizing,
we can remove all constant terms from the various terms oéthuation to simplify the

analysis. Furthermore, we can analyze each term in equ2tthseparately to determine
the effect of the hyperparameters on that part of the miration problem. Once we un-
derstand the effect of each hyperparameter on the t of tha,de@e can determine which
hyperparameters should be tweaked when tting the model jemwv the values should be

set.
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2.4.1 Minimization of Squared Reconstruction Error

We start by considering the rst term in equation 2.26, thgat&ve log likelihood of the
observed datX given the latent variables and the hyperparametewe start by plugging

in equation 2.14 into the optimization problem of equatioR62 but without the other

terms:
n X x #
f%2% = agmin Ll log2 A+ 55 Gw R (220)
iz n X t#V
_ 1 X X
= argmin -~ (Xev  Rev)? (2.28)
Z - Xt v

Now, we note that the predicted voxel meaqs can be written equivalently as the dot

product of thet'th column ofZ with thev'th column of

X T
kt;v = Zt kv = Zhi;t hi;v:
k

Thus, the entird  V matrix of predicted voxel mearR can be written
R=2z": (2.29)

whereR is called thereconstructiorof the original dat& from the latent variables and
Z. The sum of squared distances betwXeandX is thus thereconstruction errorand it
can be written,

. . X x 2
X Rjjz= (Xev  Rev)Z: (2.30)

t Vv
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Thus, we see by comparing equations 2.30 and 2.28 that nzimigiihe negative log like-

lihood of the data is equivalent to minimizing the reconstian error of andZ,

" #
- 1 X X
f %2Z°g = argmin —— (Xey  Rev)d (2.31)
iz 2 Xt v
= argmin izjjx Rjj2: (2.32)
Z X

where the reconstruction error is scaled by the inversanaé of the errors. To simplify
our analysis, we can sef = 1 without changing the minimum of the reconstruction error

function.

2.4.2 L2 Regularization of Topic Means

We now consider the second term in equation 2.26. kgt = 0, for all k;v. Then

minimizing the negative log likelihood of the latent vari@b (equation 2.15) becomes

" #
5 o KV 1 X X
f %Z°g = argmin T|09(2 ?) + 52 (kv k)’ (2.33)
iz n # k \'
1 X X
= argmin =— Z, (2.34)
-z 2 2 ;
' k \Y
R
= argmin —jj jis: (2.35)
z 2°2

Thus, when ., = 0, the Gaussian prior overis exactly equivalent to an L2 regularization
over each neural topic. Therefore, when the PACA model issing MAP estimation in
equation 2.26, the model must balance the minimizationefe¢lsonstruction error with the
minimization of the topic means themselves. The balancengralled by the variance of
the prior, 2. This sort of L2 norm based regularization is used in thegeidigression”
analysis technique, and it is widely known that L2 regukatian will result in a smooth
distribution over the regularized parameters (Hastie.e2803). If ., was not zero, the

regularization would serve to bring closer to , potentially accounting for whitening in
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the data. For our purposes, since all the data is z-scogred; O is suf cient.

2.4.3 L1 Regularization of Brain States

Finally, we examine the last term of equation 2.26. Condidercase whera = 1. Then

the minimization becomes

s X X h Ze |
f %Z°g = argmin (@ 1logzq = +
N
[Tlog (&) Talogh (2.36)
k
X X 5
= argmin Zat (2.37)
¥4 b
' k t
= argmin }ijjjl: (2.38)
z b

Thus, whera = 1, minimizing the negative log likelihood & is equivalent to minimizing
the L1 norm ofZ (sinceZ is non-negative, so that = jZj), scaled by the inverse of
hyperparametds. This is exactly equivalent to L1 regularization, which reokvn in linear
regression statistics as the “lasso” method (Hastie e2@0.3).

However, it is also well known that L1 regularization willuse the tting algorithm
to nd a sparse distribution over the regularized paranse(etastie et al., 2003). Since
we have already described reasons for why very sparse bi@Essare not necessarily

desirable (section 2.1), we consider the case waerd + b !, so thata > 1. In this case,
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the minimization becomes

X X

f ?;Z%°g = argmin %Iogzk;t Zth +
Z kot
X 1 1
Tlog ({+1) T(;+1)logh (2.39)
1 X X
= argmin — Zt logz (2.40)
z b kot
1, X
= argmin B(JJZJM log z+) (2.41)
iz k;t
= argmin pWZlis i Zijieg) (2.42)

Thus, in the case wheege> 1, the Gamma prior ove£ is equivalent to an L1 regulariza-
tion with the extra termP ki 1092zt (we which notate a§Zjjiog) subtracted. As angy;
approaches zertng z.; will approach negative in nity, so subtracting the log ofcba,.
will prevent anyz,.; from becoming exactly zero. (In general, the negative logfon can
be usedarrier function that will prevent absolute zero values in minintiaa problems.)
By restricting our analysis to the case whare> 1, we can ensure that the distributions
overZ are not extremely sparse. We can also arrive at the sameusomtlby examining
the probability density of the Gamma distribution with diént parameter sets ( gure 2.2);
for the case whera > 1, the peak of the density function is positive and shiftedyafram

Zero.

2.4.4 Alternative Formulation: Regularized Matrix Factor ization

One useful consequence of the previous results is that weeeaxpress the probabilistic
model of PACA as a matrix factorization problem. Combinihg tninimization problems
in equations 2.35, 2.42, and 2.28 back into the MAP estimatioblem, we can express

the parameter estimation process originally derived from grobabilistic model as the
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solution to the regularization matrix factorization preii,

o o 1 N 1. . 1. .. . .
f 727g=argmin 5jjX Z' iz 5l diz+ L(0iZiin Ji Ziieo); (2.43)
subject to the constrai@@ 0. We will see that both PCA and NMF can be expressed as

similar matrix factorization problems, but with differecdnstraints and no regularization

terms (table 2.2).

2.4.5 Setting hyperparameters for Proportional Regulariation

From the matrix factorization of equation 2.43, we see thattyperparameters of our
probability model scale the amount of regularization in teeresponding matrix factor-
ization problem. We can therefore set the hyperparameteesforce a desired level of
regularization in the t of the model to the observed data.weduwer, for a constant set of
hyperparameters, the impact of the regularization termislecrease as the dimensionality
of the observed data increases. To see why, consider thevbaseX , , andZ have very
low variance, so that each observatioq, .., andz; are close to their means , and

z. Equation 2.43 then becomes

f %2Z2°%g= argn;in %jjx K zj2+ g 2+ %(z logz): (2.44)
Because there areV error terms, the squared error is scaledTdy, but there are only
KV regularization terms for and onlyKT regularization terms foZ. In our fMRI
datasetsyY T K, so theTV squared error terms will dominate the minimization
as the dimensionality of the observed data increases. &lgilf the number of reduced
dimension¥K increases, the importance of the regularization termshgiihcreased.

If we desire to apply a constant amount of regularizatiorh® matrix factorization

regardless of the dimensionality of the data, then as thewions of the data increase,

we will need to adjust our hyperparameters proportionatétygeneral, the decreasing
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importance of the prior distribution as more data is co#dcis in accord with a purely
Bayesian approach to model tting. However, we wish to takeae pragmatic approach
that will allow us to set the hyperparameters in a princigésthion for datasets of different
dimensions. We do this by reparameterizing the hyperpaese b, and ? so that they
are scaled with the dimensions of the data.

Consider now a reparameterization of the hyperparametensd :

K 2K
2= = —_ =bl+1: 2.4
T b voo@ b (2.45)

Equation 2.44 now becomes

TV KV T KVT
fZz? ?g = argmin —jjx Rjj’+ g z logz) (2.46
g gmin == ii K TR gz) (2.46)
. TV e ..2 2

= argm|n7 X Rjc+ + (z logz) (2.47)

z;
= argminjjx Rjj’+ 2+ (z logz); (2.48)

z;

so the reparameterization factors out the dimensionalitje@data from the minimization
problem. Thus, using and , we can explicitly control the balance of regularizatiom an
error minimization.

Returning to the matrix factorization problem, we plugnd back into equation 2.43.

The nal version of the matrix factorization is thus
5 o 1. .. T . . Voo . .
VAR "9 = argmin SiiX TZjj5 + T, i+ i iZiia i Ziiog):  (2:49)

Although the version of PACA implemented in this thesis ubegprobabilistic version
of the model to nd MAP estimates for andZ, we choose settings fa; b, and 2 based
on the parameterizations in equation 2.49. To ensure theatien 2.43 holds, and because
we use centered daxawith meanO, we set = 0. Finally, given and in equation 2.43,

there is no need for a third coef cient to scale the squaredreso we use 2 = 1. This
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Method Minimization Constraint
PACA  [iX ZT i3+ i i3+ (iZiix i Zieg) Z O
NMF®  jiX ZT jj3 :Z 0
PCA* jiX ZT jj3 None

Uy

Table 2.2: PACA, NMF, and PCA compared, when they are expcessterms of matrix
factorizations.

method of selecting parameters was used in all analysessuotkerwise noted.

2.5 Comparison to Existing Methods

2.5.1 Principal Component Analysis (PCA)

Principal Component Analysis, in contrast to our modelyedcated on the goal of nding
a set ofK uncorrelated dimensions of a giveh P dataseX such that variance of the
reduce dataset is maximized. These dimensions are knowreasincipal components
and it can be shown that the principal components of a givéasdtX are the eigenvec-
tors of the sample correlation matrix (Jolliffe, 2002). The variance of each principal
component is given by the corresponding eigenvalue. Thesys$t principal component,
which explains the most variance in the original data, isdigenvector with the largest
eigenvalue, the second principal component is the eigémwedth the second largest, and
so forth.

Although it has been claimed that PCA has no explicit modalifte, 2002), Tipping
and Bishop (1999) presented a probabilistic version of PG an associated graphical
model whose maximum likelihood estimators are equivateatdrojection on thprincipal
subspacef the data de ned by the principal components (Tipping &Hip, 1999). Thus,
we can directly compare the probabilistic assumptions tyidg PCA with those of our

model.

3This formulation of non-negative matrix factorization isclissed in (Lee & Seung, 2001).
4The minimizing least-squares formulation of PCA is presdrin (Hastie et al., 2003).
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In the probabilistic PCA (PPCA) model, as in our model, theeslied datapoints are

assumed to be normally distributed:

p(xjz)= N xjwz + ; 2 ; (2.50)

wherez is a matrix of normally distributed latent variabl®¥, is a matrix relating the latent
variables to the observed variables, ants a matrix of parameters allowing the model to
have non-zero mean (Tipping & Bishop, 1999). Thus, like owdsi, eachx;, can be

expressed as a linear combination of latent variables figgo for the moment):

X
Xty = Wik Zky T3 (2.51)
k

where is a Gaussian error term like before. Thus, PPCA is similah&oPACA model,
but with no prior distribution over and a Normal distribution ovet instead of a Gamma
distribution.

Unlike PACA, PPCA violates two out of the three assumptioeshave laid down for
the model. Because/ has no prior distributiony is completely unconstrained and no
regularization of the neural topics will occur. Furthermobecause thg's are normally
distributed, the model will learn more complex distributsoover neural topics that will
include many topics contributing negatively to the obsdiyein activity. Because of this,
we expect that the reduced dataandZ found by PCA on fMRI datasets will not capture
underlying mental states as well as PACA, and the neurat$&gi found by PCA will be

dif cult to interpret.

2.5.2 Non-negative Matrix Factorization (NMF)

Non-negative Matrix Factorization (NMF) (Lee & Seung, 19#9a recently developed

method of dimensionality reduction that solves the follogvproblem, without a proba-
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bilistic model: given a non-negative matNk nd
vV  WH; (2.52)

whereW andH are also non-negative matrices. Several equivalentiteralgorithms for
solving this problem have been proposed (Lee & Seung, 2008.fascinating property
of NMF is that, when applied to a library of face images, thuieng reduced components
appear to be easily interpretable “parts” of faces ( gurg)3unlike the results of PCA,
whose “eigenfaces” are often completely uninterpretalleré 3.2).

Although NMF does not explicitly de ne a underlying probatyi model, Lee & Se-
ung (2001) showed an iterative algorithm for solving NMFttealves the minimization
problem,

fW? H?’g=argmin jjX WHijj3; (2.53)
W;H

subject to the constraints,

W:H O

Equation 2.53 is solving the same matrix factorization peobas PCA and NMF, but this
time with the positive constraint on both matrix factorsu¥hwhen applied to neural data,

NMF results in following factorization of a voxel's actiyit., :

X
k

Although the non-negative constraint bhsatis es the non negative constraint @n the
non-negative constraint ot andW clearly violates the neurological assumption that there
should be inhibitory effects on brain activity evident ietthata. Thus, it will be dif cult for
NMF to capture patterns of brain activity associated witgrabve states if inhibition is an
important component of that activity. Second, the standiamthulation of NMF does not

include any regularization; we would therefore expect NMptoduce reduced datasets
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that are “distracted” by noisy voxels and that fail to faeile performance in the 'mind-

reading' task.

2.6 Implementation

2.6.1 PACAfit and PACApredict

The basic model was implemented in a C prog@ACAfit on a UNIX system, using
the multivariate minimization routines of the GNU ScientLibrary (GSL) (Galassi et al.,
2006). The GSL is a free numerical library licensed underGiNJ General Public Li-
cense (GPL)PACA(fit uses the Fletcher-Reeves conjugate gradient algorithetctdr,
1987) to minimize the negative log posterior (equation 2.B8ing the parameterization
of Z given in equation 2.21 to convert the constrained optinorainto an unconstrained
optimization problem. The source code PACAfit can be downloaded freely online at
http://www.princeton.edu/ djweiss/PACA t/.

A separate version of the prograACApredict , was also created, for use in the
reconstruction error cross validation experiments ofise@.3.2.PACApredict isiden-
tical to PACAfit , except that the gradient of the neural topicss xed to zero. Thus,
PACApredict will t brain states on a “test” set to neural topics found mgP ACAfit

on a training set.

2.6.2 PCA and NMF

PCA was implemented in Matlab according to the method oedliby Jolliffe (2002). In
this method, the eigenvectors of the sample covariancaxmatare computed and sorted
by eigenvalue. To reduce the datakodimensions, the tofX eigenvectors are used to
create a new basis,. The reduced data is calculated by taking the linear prigjeaf X

into the new basis de ned by.
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To run NMF, we used the fast, Matlab-based implementatioNMf created by Lin
(2007). This is a new algorithm that uses projected gradaierihods to nd solutions faster
than the popular multiplicative update rules originallpposed by Lee & Seung (2001).
When NMF was used in the cross validated reconstruction experiments, the Matlab
code was manually modi ed to remove thk update step, so that one of the non negative
matrix factors could be xed. The Matlab code for the progetgradients algorithm was

downloaded from “http://www.csie.ntu.edu.tw/ cjlin/ntif

2.6.3 Running Experiments

Datasets for the model were stored and processed in Matlakthiirks, Inc), using the
Princeton Multi-Voxel Pattern Analysis (MVPA) Toolbox (Be et al., 2006). The MVPA
Toolbox is a suite of Matlab scripts designed to facilitag@rous pattern-recognition based
analysis of fMRI datasets. Among other things, the MVPA Boxl provides functions for
Statistical Parametric Mapping (SPM), cross validatedhireclearning experiments, Z-
scoring and detrending of neural data, and other pre- andpposessing techniques, as
well as providing data structures to keep track of a large fidiiRaset.

For this thesis, a number of additional routines were addeddg MVPA toolbox. The
MVPA toolbox was modi ed to allow for the use of the externaglstic regression pack-
age as a classi er, application of Principal Component Asisl (PCA) and Non-negative
Matrix Factorization (NMF) to neural data, and a host of othéor utilities for managing
large-scale experiments across clusters and reading ataigvetata to and from the PACA
programs. PACAfit was originally implemented in Matlab, but that proved togd&o
long to converge on even small datasets.) Altogether, tiggnat Matlab code totaled ap-
proximately 6000lines of code, while the C source code fRACAfit totaled 1500

lines of code.
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2.6.4 Initialization & Convergence

In all of the experiments described in this thesis, the sami@lization procedure was

at random with replacement. We then averaged these togatldesmoothed by a factor
of four to initialize the rst topic. The random sampling asdoothing procedure was
then repeated for each topig. To initialize the brain states, eagf; was set td=K. The
initialization procedure was decided upon after a numbeérief experiments investigating
the time until convergence for a set of different randomatization experiments.

To assess convergence, the ratiof the log posterior over the average of the log pos-
terior of the last 10 rounds was used as a criterion:

_L(GX)

= (2.55)

= LX)

As a general rule, we considered the algorithm to have cgededf the ratio < 5 10 ©.
The ratio to average of the last 10 iterations was used idsté#he single last iteration
because of the brief “lulls” observed in the progress of thrtion, that would produce an
arti cially low estimate of the change in log posterior eaclund ( gure 3.1).

Generally, the algorithm converged in less than 700 itenati across all datasets. The
time required to t PACA on a 2 GHz PowerPC G5 cluster compuésged from approx-

imately 10-40 minutes, depending on the valu&oénd the dimensionality of the dataset.
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Chapter 3

Results

In this chapter, we apply the methods developed in chapter 2 rumber of different

problems. Because matrix decompositions of natural imalli@s easy visualization of the
components, we begin by applying PACA to a publicly avagdtirary of faces in section
3.1. The face libraries allow us to gain an intuition of howd?\ decomposes images
in comparison to PCA and NMF. We then apply PACA to two repnéstive, real-world

fMRI datasets: a block-design image viewing task used intiyagt al. (2001) (section
3.2.1), and a word encoding task in currently ongoing pskatical research (Robison

et al., 2007).

3.1 CBCL Face Library

Before we apply PACA to the mind-reading problem, we congilitmensionality reduction
of face databases. The relation to the fMRI dimensionaétjuction is straightforward:
instead of a collection of 3D MR images consisting of voxels,have a collection of 2D
photographic images consisting of pixels. Because norteeafiethods in this paper assign

meaning to neighboring spatial relationships, we can simphsider thes'th voxel to be
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thev'th pixel, and write

Xty = brightness of pixel in imaget:

Like the neural topics, the pixel topics, found by the algorithm will be images them-
selves. For simplicity, we refer to the pixel topicskasis images
We applied both variants of PACA, PCA, and NMF to face imagesifthe CBCL face

library (Massachusetts Institute of Technology), the séely available database used in
the original presentation of NMF (Lee & Seung, 1999). THisdry consists of 2901 19x19
grayscale images of faces. The images have been adjustedtsbé location of the head
is scale and position invariant, but there are multiple iesagf each subject, taken with
different facial expressions. We used all images in all afanalyses. To ensure that the
data was consistent with our modeling assumptions, theesyagre z-scored along each
pixel dimension before analysis. The reconstructed images re-scaled and un-centered
before being displayed. Before running NMF, the z-scoreé @aas shifted so that the

minimum value was exactly equal to zero.

3.1.1 Convergence

We assessed the convergence of the PACA algorithm by exagnihe value of the log
posterior,L, as a function of the iterative steps taken by the conjugeddignt descent
procedure. These traces are displayed for two valu&s iof gure 3.1. It is clear from the
gure that convergence on this dataset with our initiali@atscheme was very stable; two

restarts were used in all subsequent analysis unless speaiherwise.

3.1.2 “Additive Face Components”

Although PACA, PCA, and NMF are all able to qualitatively reguce the faces in the

database with a relatively small number of componentsetiseea marked difference be-
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Figure 3.1: PACA Convergence on the CBCL Face Library dataset. Eachrépeesents one
restart. Hyperparameters:= 0:01;, =0:0L1L
tween the basis images found by the different algorithmse Basis images found by
PACA, PCA, and NMF are displayed in gures 3.2, 3.3, and 3Adomparison. In gure
3.4, the hyperparameters for PACA are= 0:01; = 0:01 As described in Lee & Se-
ung (1999), the PCA basis images (or “eigenfaces”) bearevagsemblance to aspects of
faces, such as shading, but are generally hard to inteffinetis apparent in gure 3.2a, as
the PCA basis images become progressively “noisier” asigenealue of principal com-
ponent decreases (bottom right). In contrast, becausesaidh-negativity constraints in
NMF, the NMF basis images are more natural “parts” of faces #ine easy to interpret.
As can be seen in gure 3.3a, the NMF basis images, thoughmotesy anatomical, do
contain “pieces” that generally correspond to various suaahe face. In addition, the
representation of images in the new basis found by NMF is nspetnser than that found
by PCA (gure 3.3b).

In comparison to both PCA and NMF, the basis images found gAPAppear to be

somewhat of a compromise between individual and globalfeatof the dataset. Like
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Figure 3.2:PCA based decomposition of the CBCL face libraxyThe 49 eigenfaces found by the
decomposition. Negative values are black, neutral graypasitive white.b, The coef cients used
by the decomposition to reconstruct the images in the §bidegative values are red, neutral white,
and positive black. Each pixel in each image correspondbedasis ina at the corresponding
location. c, The reconstructed faces from each cell in rart
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Figure 3.3:NMF based decomposition of the CBCL face libraay.The 49 face “parts” found by
the decomposition. Positive values are black; small vatweswhite. b, The coef cients used by
the decomposition to reconstruct the images in the librRgsitive values are black; small values
are white. Each pixel in each image corresponds to the basigt the corresponding locatiow,

The reconstructed faces from each cell in foart
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Figure 3.4: PACA based decomposition of the CBCL face library £ 0:01;, = 0:0L). a,
The 49 additive face components found by the decompositdegative values are black, neutral
gray, and positive whiteb, The coef cients used by the decompaosition to reconstraetitnages
in the library. Negative values are red, neutral white, aositive black. Each pixel in each image
corresponds to the basis &at the corresponding locatiort, The reconstructed faces from each
cell in partb.

NMF, the representation of images in the new basis spacdatvedy sparse compared
to PCA (gure 3.4b), and such sparse encoding implies thatltases themselves must
encode more information about aspects of individual faddewever, unlike NMF, the
representations are not totally sparse when the hypergaeaem > 1, since the barrier
function in the log likelihood prevents any of the componadtivationsz.; from being
exactly zero. Thus, if we examine the basis images found WyARAr the “additive face
components,” we see that some of the basis images quaditatippear to represent global
aspects of the face database, such as lighting highlightgemeral facial expression, while
others appear to represent components of individual st#hjgach as glasses ( gure 3.4a).

As we increase the regularization parameteend |, the priors on andZ serve to

increase the smoothness of the face components and tosediearelative sparsity of the
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activations, so the trade-off between sparse and denseliegcof faces becomes more
apparent. Figure 3.5 shows the decomposition of faces with5 and = 5. Here,
the difference between global features of faces and indalifeatures of faces is very
clear: in the set of face components ( gure 3.5a), there af@navery large amplitude
components that appear to correspond to global featurdseafdta, and many more very
small amplitude faces that appear to correspond to indalitkatures of sets of subjects.
If we look closely at the component activations of a singleefave see that the “global”
features have small values nf;, while a sparse set of “individual” features have large
values, with the remaining “individual” features having aiwvalues. Thus, because of
the large amplitude of the “global” features in a small value irnZ is still suf cient to
recreate the global aspects of a particular image. And Isecatithe small amplitude
of the “individual” features in , only the large-valued “individual” features provide a
signi cant contribution to the reconstructed image. Thsisape of the prior distribution
overZ whena > 1 causes PACA to nd a representation of the data using botielar
amplitude, “global” trends in the data and small-amplitutiecal” features of individual
observations. In contrast, if we use the same high valuesaoid but use the more strict
prior overZ, whena 1, the resulting component activations are so sparse thgttoel
“global”, average features of the data are used, and theséreation of the original faces

is very poor (data not shown).

3.2 Human fMRI Datasets

After investigating the qualitative properties of the campnts discovered by the PACA
model on the face datasets, we applied the PACA model towedt fMRI data used
from two “mind-reading” experiments. Although the goalstioé experiments are differ-
ent, they both involve the classi cation paradigm desalilve section 1.1. From the rst

fMRI dataset, we also created a set of synthetic data thatse¢aiinvestigate the speci c
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Figure 3.5:PACA based decomposition of the CBCL face library, with higgularization ( =

5; = 5). The high regularization forces separation of “globalddmdividual” details from the
images.a, The additive face components found by the decompositicggalive values are black,
neutral gray, and positive whiteh, The reconstruction coef cients found by the decompositio
small values are white, positive values are blagKlhe reconstructed faces from phrt
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conditions in which PACA results in improved analysis ovérey algorithms. We now

brie y summarize the important details and qualities oftfeatthese datasets.

3.2.1 Face and Object Representations (Haxby et al., 2001)

The rst fMRI dataset we used in our analysis was from the eixpental data used in
Haxby et al. (2001). In this experiment, six subjects viewadtographs from eight cat-
egories (faces, cats, houses, chairs, scissors, shoe&ottas, and control, non-sense
images) while in an fMRI scanner. The original experimetaalysis showed that the
different classes of objects elicited different patterhtacge and small responses across
a wide area of cortex, supporting a model of cortex in whicjects are represented by a
topographically organized distribution of attributes ¥ et al., 2001). This study was
one of the rst “mind-reading” experiments, as the imagesgatry was predicted signi -
cantly on one half of the data using correlation-based anityi measures computed from
the image categories in the other half.

For our analysis, we obtained the data from one subject iexperiment. The exper-
iment consisted of 10 trials (or “runs”), each containingrege 24s stimulus block @-10
recorded datapoints) for each category (Haxby et al., 2@dgdause of the involvement of
ventral temporal cortex in high-level object recognitibtakby et al., 2001), we restricted
all analysis to this area. To determine which voxels to idelin the anatomical region,
we used a brain atlas in Tailarach space to select voxel®iretfion consisting of the lin-
gual, parahippocampal, fusiform, and inferior temporal,gyonsistent with the de nition
in Haxby et al. (2001). After stripping out unwanted voxeisl@pplying the preprocessing
and averaging steps of our analysis (section 3.3), theessgbject's dataset consisted of
80 averaged timepoints and 3379 voxels, with 10 timepootgeéch category. The entire

brain area in this dataset consisted of 43,193 voxels.
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3.2.2 Retrieval Orientation State Memory (Robison et al., Q07)

The second set of fMRI datasets we used in our analysis was drcurrently ongoing
study continuing research in classifying “retrieval oteion” state. These experiments
involve guiding subjects to memorize words while using speanemonic devices, and
then testing subjects’ memory of the words using one of themuonics as a cue. The
“retrieval orientation” is the cue given to the subject toak the word, which has been
shown to bias the accuracy of the recall process (Robisoh,e2097). In the Robison
et al. (2007) experiment, subjects are asked to study noudsmehile performing one of
three mnemonic tasksirtist, function,andread In the artist task, subjects were asked to
rate how dif cult it would be to draw the object; in the funoti task, subjects were asked
to generate lists of potential uses for the object; and inrdlael task, subjects were asked
to read the word backwards silently (Robison et al., 2001h)the second phase of the
experiment, the goal was to test subjects’ retrieval oagomn state memory (ROSM), by
showing them a combination of new and old words and asking tieendicate whether or
not a particular mnemonic was used on a given word (Robisah,&007).

For our analysis, we obtained the data from six of the subjedhe experiment during
the study phase. Each dataset consisted of six runs in wihichubjects were presented
with 9 words of each task in mini-blocks of 3 words. Each woraswresented for 4
seconds (two fMRI timepoints). Because the frontal lobdn@ight to be responsible for
top-down mechanisms mediating memory retrieval, analyasrestricted to voxels within
the frontal lobe of each subject. Frontal lobe anatomicalkeavere provided by Robison
et al.. After stripping out unwanted voxels and applying piheprocessing and averaging
steps of our analysis (section 3.3), each subject's datasetisted of 57 averaged time-
points (19 for each task) and between roughly 8,000 and 0046Kels, depending on the
subject. The entire brain in these subjects ranged from083® 58,000 voxels. A sum-

mary of the dimensionality of each subject is given in table 3
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Experiment Subject TotalV Maskedv T

Haxby et al. (2001) | haxbyl 43,193 3,379 8(
Robison et al. (2007) rosm05 °> | 48,475 8,757 57
Robison et al. (2007) rosm07 53,904 10,581 57
Robison et al. (2007) rosm08 43,504 7,905 57
Robison et al. (2007) rosm13 % | 58,473 10,667 57
Robison et al. (2007) rosm14 41,920 7,926 57
Robison et al. (2007) rosm15° | 57,154 10,575 57

Table 3.1: Summary of the different experimental fMRI datasised in the analysis.

3.2.3 Synthetic Datasets

To assess whether or not the PACA model could extract mocenrdtion from a set of
highly informative voxels than the uni-variate SPM applues; we created an “ideal” syn-
thetic dataset from the Haxby et al. (2001) dataset. Thiasgdtconsists db77 voxels
determined to be “category selective” using the criterecdssed in Haxby et al. (2001);
this dataset is considered “synthetic” because these yoxele selected using the entire
dataset. Thus, using this dataset for cross validationhis&ting,”as the supervised voxel
selection process to build the data cheated by looking atthettraining and test sets of the
data. However, the dataset is still useful to a certain ektbacause this dataset represents
an “ideal” scenario, in which the observed data consistssofall set of highly informative

voxels.

3.3 Assessing Generalization Using Cross Validation

To assess the utility of the dimensionality reduction mdthwe recreated the entire anal-
ysis procedure of a typical ‘mind-reading' experiment (rgu3.6) for each of the fMRI
datasets. First, to eliminate the intrinsic drift in the fM&ggnal from run to run, each voxel

was z-scored (subtract the mean, divide by standard den)dtr each recorded run sep-

SSubject was indicated to have “good” generalization fromstudy phase of the ROSM experiment to
the test phase (Robison, personal communication).
8Subject was the author of this thesis.
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arately ( gure 3.6b). Second, all consecutive stimulusspregations belonging to a single
cognitive category (or “miniblocks”) were averaged togetland all “rest” timepoints not
involved in a stimulus presentation were removed ( gurecy.@ecause the presentation
of mini-blocks was randomized in each experiment, the ajegan the second step served
to remove all time-series dependencies from the data. (Thassnecessary to satisfy the
assumptions of exchangability described in chapter 2).

After preprocessing, cross-validation was used to assessypes of generalization
performance metrics on each dataset: reconstruction egure 3.6d) and classi er pre-
diction error ( gure 3.6€). In the reconstruction error adigm, we separated the data into
two halves based on odd and even runs. We therPr@Afit on one half of the data
(the “training set”), and then raRACApredict on the other half (the “test” set) with
xed to the values estimated BYACAfit on the rst half. We could then compute the

root mean squared reconstruction error (RMSE),

S
RMSEX ; R) =

1 X

VT Xy Rew)? (3.1)

tv

whereX is the observed voxel activity on the test set and
k = Z;rest trains (3'2)

is the predicted voxel activations on the test set using theai topics t to the training
set. The RMSE is thus a measure of of the ability of the PACAehtal nd neural topics
that explain more than the dataset used to generate thass,tgmardless of the context
of the experiment.

To compare the RMSE of PACA against similar values for PCA BihF, slightly
different procedures were necessary. Since PCA can onlycesthe dimensionality of
the data toT components at a maximum, training PCA on only half of the dedald

greatly limit the potential number of principal componersts theN 1 cross validation
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Figure 3.6:Outline of the data processing pipeline used in analysisviitIf experimental data
analysis in this thesisa, The raw fMRI data is recorded in experimental blocks caftems”, in
which each experimental condition is presented in randoteroa xed number of times. Each
presentation lasts for several timepoints, and the camditare represented in the graph by color.
Timepoints not involved in an experimental condition areleded from the analysisb, Due to
drift in the fMRI BOLD signal from run to run, each voxel is zewed separated for each run.
¢, To remove dependence between timepoints, all the timepuwiithin a given block of stimulus
presentation are averaged togethey.To test the reconstruction error of PACA, the algorithm is
rst run on half of the data (blue highlight). Using the conmamts found by the algorithm in
the rst step, PACA nds the reduced matrix for the held-out set. The reconstructed error is then
calculated from the differenc®”™ X est. This whole process is then repeated with the roles of the
training set and test set switched (not shovep)lo test PACA as a dimensionality reduction method
n “mind-reading” classi cation experiments,M 1 cross-validation classi cation experiment is
run after transforming the entire dataset into the PACA ceduspace. For each rumof N runs,
then'th run is held out and used as a test set, and a state-ofrthegastic regression (LR) classi er

is trained to predict the experimental conditions from theraged brain images in the training set.
Only the rst iteration is shown.
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method was used (see below). To obtain the RMSE score for B@Ajoxel predictions
R were obtained through the linear projection of the test st the principal components
calculated from the training set. To obtain RMSE scores fioiANthe entire dataset (both
training and test) was shifted to become positive. Furtioeenthe NMF algorithm in (Lin,
2007) was modi ed to remove the update step of one of the factwm that the factorization
could be generalized from the training set to the test set.

To assess the usefulness of the reduced data as a meansid gsdéction in a “mind-
reading” experiment, we also measured the classi er pteghcerror ( gure 3.6e). In the
classi er prediction error paradigm, we rstran PACA (oreof the competing algorithms)
on the entire subject's dataset. We then trained a statlkesétt logistic regression clas-
si er (Paul Komarek, 2005) to predict the cognitive labelsm the reduced data using an
N -fold, leave-out-one cross validation procedure, wheres the number of trials or runs
of the experiment. The procedure for leave-out-one croldateon is straightforward: for
each ofN runs, choose one run to use as the test set, and train theeslassall of the
others. Next, measure the generalization error of theiadass the held-out run. The -
nal estimate of the error of the classi er's predictionshis taverage of the test error across
all N rounds of the procedure. Thus, for the Haxby et al. (20019 we used 10 rounds
of cross-validation; for the ROSM datasets, we used 6 roohdsoss-validation.

Finally, for a comparison in general of the unsupervisedaisionality reduction meth-
ods to existing supervised methods for feature selectientam a traditional SPM-based
cross-validation experiment as well for each dataset. B8&PM is a supervised method,
it must be performed separately on the training set for eaahd of cross validation. In
our analysis, we performed SPM by running a uni-variate ARQY determine which
voxels varied signi cantly across cognitive labels in tihaining set. We then selected the
V voxels with the smallest ANOVA-values, wher&/ was the desired reduced number of
voxels. We then use this much smaller subset of voxels asifh# to the classi er. Thus,

a different subset 0¥ voxels is used on each round of the cross-validation claasibn
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experiment.

3.3.1 Avoiding Sparse Brain States

As described in section 2.4.3, if the PACA hyperparamaterless than or equal to one,
then the Gamma prior over will cause the estimates dfto be very sparse. Since there is
evidence for distributed and overlapping representatdidjects in cortical areas (Haxby
et al., 2001), we expect that forcing the model to nd sparssrbstates will result in
a much poorer reduced dimensionality representation otitta. Qualitatively, running
PACA on the face datasets with the sparse Gamma prior redheegdcognizability of the
reconstructed faces (section 3.1). To quantitativelyssstee effect of a sparse prior over
brain states, we examined the generalization performditbe ®ACA reduced data in both
the reconstruction error and classi er prediction errorgaigms ( gure 3.7) over a large
set of parameters. In both cases, the generalization peafaze of PACA whema = 1 was
greatly reduced to the case whare 1.

As a consequence, we restricted the rest of our analysig to#hl case. Furthermore,
based on the initial experiment and other exploratory amslgata not shown), we found
that the set of hyperparameters covering all combinatidns o = [0:1;0:01] showed
the performance of the algorithm with relatively low, madiuand high amounts of reg-
ularization. All subsequent analysis was performed udiegé sets of parameters unless

otherwise noted.

3.3.2 Reconstruction Error

The results of analysis using the reconstruction errorgigna ( gure 3.6d) are shown for
the Haxby et al. (2001) in gure 3.8 and for three subjectsrfrine ROSM dataset in 3.9.
We restricted our analysis to three ROSM subjects due t@tge bmounts of time required
to run the reconstruction error paradigm. The number of B8R subject is indicated in

the upper left corner of each subplot in gure 3.9. In eachezkpent, we compare the
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Figure 3.7:Comparison of both cross validated reconstruction ea;and classi er prediction er-
ror, b, with smooth (blue) vs. sparse (red) priors oZePACA was run according to the protocol in
gure 3.6 with six sets of hyperparameters correspondingltcombinations of = [0:01; 0:1; 1]
and =10:01;0:1]. The shade of the lines indicates the relative amounts aillaggation (light is
low regularization, dark is high regularization). Blue af@ints were obtained from PACA using
the reparameterization wit > 1, while red datapoints were obtained from PACA using the tepa
rameterization witta = 1. All data is shown from the single subject from the Haxby et(2aD01)
dataset.
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Figure 3.8:Cross validated reconstruction error on the Haxby et aD{2@ataset. PACA (circles),
PCA (squares), and NMF (diamonds) were run wkthranging from5 to 100. PACA was run
with four settings of( ; ): (0:01; 0:01) (lightest blue),(0:01; 0:1) (light blue), (0:1; 0:01) (blue),
(0:1;0:1) (dark blue). The measured performance metric was RMSEeflis\better).
performance of PCA, PACA, and NMF with valueskfranging from5 to 100 We note
that in the case oK > 57in the ROSM data an& > 80in the Haxby et al. (2001)
data, the matrix of topic patterns is actually larger than the original dataséf even
though the dimensions & (the “reduced data”) are much smaller. In these cases, itime te
“dimensionality reduction” is technically a misnomer, @ we cannot recread without
the matrix . Nonetheless, the decompositions are still neuroscieally interesting, since
from the perspective of the classi er, only the dimensidyabf the reduced datZ is
important.

Overall, the RMSE of NMF and PACA is lower than that of PCA imailst all cases,

while NMF and PACA have similar reconstruction errors in R@SM experiment and

different performances in the Haxby et al. (2001) experimés can be seen in gures
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3.8 and 3.9, PCA is in all but one case far from either PACA ormKuantitatively, the
mean of PCA over all subjects and valuesofvas:507 0:003 while the overall means
of NMF and PACA were489 0:004and:482 0:002respectively. The differences
between average PACA RMSE and average NMF or PCA RMSE wadyhsggmi cant
difference in both cases (two sampled T-tegt < 1 10 °). However, although the
RMSE of PACA and NMF differed signi cantlyg < 0:001) across all parameter sets
when considering the Haxby et al. (2001) dataset aloneg thias no signi cant difference
between NMF and PACA within the ROSM experiments alome: (0:66). Rather, there
was a massive difference in ttraining RMSE between PACA and NMF (data not shown):
the mean training RMSE of NMF across all subjects and pararnsets wa®:081 0:013
while the mean training RMSE of PACA w&409 0:013 a highly signi cant difference
(p<1 10 %)

However, the PCA results are somewhat unreliable, as the thsparity between PCA
and the other algorithms apparent in ROSM subjects 5 anddii€ 3.9) is not apparent in
the Haxby et al. (2001) data or in ROSM subject 13. If we exelsubjects ROSM 5 and 15
from our analysis, there is a sifgni cant difference betwalkee RMSE of PCA and PACA
across all parameter sets and subjgets 1 10 7). Furthermore, if we exclude ROSM
subjects 5 and 15, there is no longer a signi cant differebesveen the RMSE of NMF
and PCA p = 0:95), and the RMSE of PCA is signi cantly lower than both NMF an@#&
(PCA =0:508 0:004 NMF =0:507 0:004 PACA=0:482 0:.003p<1 10°).We
can therefore conclude that, regardless of the strangatwmariin the PCA results, PACA

has signi cantly lower reconstruction error than PCA ineaises.

3.3.3 Classi er Prediction Error

The results of analysis using the classi er prediction eparadigm ( gure 3.6e) are shown

for the Haxby et al. (2001) datasetin gure 3.10 and for sigjsats from the ROSM dataset

“Null hypothesis: the mean RMSE values of two compared alyms are the same.
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Figure 3.9: Cross validated reconstruction error on the ROSM datas&CAP(circles), PCA
(squares), and NMF (diamonds) were run on each subjectKvitAnging from5 to 100. PACA
was run with four settings df;
(blue), (0:1; 0:1) (dark blue). The measured performance metric was RMSEeflisvbetter). The
identity of each subject is indicated in the upper left comfehe subplots.
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Figure 3.10:Cross validated classi er prediction error on the Haxbyle{2001) dataset. PACA
(circles), PCA (squares), NMF (diamonds), and SPM (dottedgles) were each run witk rang-
ing from5to 100. PACA was run with four settings ¢f; ): (0:01; 0:01) (lightest blue){0:01; 0:1)
(light blue), (0:1; 0:01) (blue), (0:1; 0:1) (dark blue). A logistic regression classi er was trained o
the reduced data to predict cognitive labels for each rodratass validation. The measured per-
formance metric is the average error rate of the classi ethantest set across all rounds.
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in gure 3.11. For each dataset, we compared classi cationreduced data obtained
by SPM, PACA, PCA, and NMF, witkK (or V in the case of SPM) ranging from to
100 The same technical considerations about dimensionatiyation discussed in section
3.3.2 apply to this section also. We measured accuracy ukagverage percentage of
incorrectly labeled examples on the test set, as discusssection 3.3. In gure 3.11,
the identity of the ROSM subject is indicated in the upper ¢efner of the subplot. The
lightness of the PACA line indicates the relative regulatian of the PACA model used
to obtain datapoints in the line, ranging from light shadiogthe lowest (= 0:01) to
dark shading for the highest ( =0:1).

Although none of the supervised algorithms consistenttperiormed SPM, PACA for
dimensionality reduction performed signi cantly bettan both PCA and NMF in almost
all cases. Qualitatively, we see in gures 3.10 and 3.11 BARCA with relatively high
regularization (dark blue lines) has lower generalizagormor than both PCA and NMF.
Performance tends to peak in most subjects in the r&ge [30;50] Quantitatively,
the average generalization error across all subjects alnés/afK of PACA with high
regularization over topics (= 0:1; = 0:01) was36.1% 1:72 while average general-
ization error of PCA wag6:7% 2:21and the average generalization error of NMF was
425% 1:61 (Average chance generalization error Vé@9%.) The reduction in mean
classi cation error was signi cant when PACA was comparedoth PCA and NMF (Two-
sample T-te$t p < 0:01). Similarly signi cant improvementsy < 0:01) were found for
the case of high PACA regularization & 0:1; = 0:1), but in the case of low PACA
regularization over topics (= 0:01) there was only a signi cant improvement over PCA
(p < 0:05).

It is also apparent from the gures that there appears to lamge of values oK near
the peak performance range for which the differences betWwa€A, NMF, and PCA are

the largest. If we apply the two-sample T-test to data potde@ach value oK individ-

8Null hypothesis: the mean classi cation errors of the twongared algorithms are the same.
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Figure 3.11:Cross validated classi er prediction error on the ROSM data PACA (circles),
PCA (squares), NMF (diamonds), and SPM (dotted triangleskewach run withkK ranging from
5 to 100 0n six subjects. PACA was run with four settings(af ): (0:01;0:01) (lightest blue),
(0:01; 0:1) (light blue), (0:1;0:01) (blue), (0:1;0:1) (dark blue). A logistic regression classi er
was trained on the reduced data to predict cognitive latoelsdch round of cross validation. The
measured performance metric is the average error rate afldssi er on the test set across all

rounds.
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Figure 3.12Cross validated classi er error for the SPM method, ovegéarsets of voxels, and for
all subjects in the analysis. Cross validation experimes® run using SPM as the feature selection
step withV ranging from100to 3000in increments ofL00. Plotted is the average generalization
error of the classi er across all rounds of cross validatiorhe broad “U” shape of most of the
curves indicates the optimal number of voxels to be includedtie analysis.

ually, we nd that PACA's improvement in generalization f@mance is only signi cant
for individual values ofK in the rangeK = [40;60](p < 0:05), and only for the cases
where =0:1.

In addition to the comparison of dimensionality reductioathods, we analyzed the
performance of SPM across a wide range of value¥ db obtain a baseline standard
classi cation performance for each subject and to compareipervised and supervised
feature selection methods generally. The classi catiaonreof the SPM method witlv
ranging from100to 3000is shown for each subject used in our analysis in gure 3.12.
The analysis of SPM was deemed necessary to determine toexteatd each subject

was “classi able,” as three of the ROSM subjects (open daisie known to have better

generalization from the study phase of the ROSM experimeié test phase than the
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others (Robison, personal communication). These subggsar qualitatively “easier,”
with less classi er error across the range of included vexélowever, in every case, not
justin the “easy” subjects, the minimum classi er error 8PM across all values & was
far below that of any of the unsupervised methods. The meak gassi er error across
all SPM values wa8:63% 2:75, with a average improvement over PACA®82% 2:93

(p < 0:02.

3.3.4 Determining “Best Case” Improvements with SynthetidData

Although PACA was unable to outperform SPM in the experirabdatasets, we wished
to investigate whether there wasy case in which utilizing an unsupervised algorithm
could do as well or better than supervised methods. To asgetber PACA could obtain
a theoretical improvement over SPM in any case, we ran NMRA,R@d PACA on the
“ideal” synthetic dataset (section 3.2.3) wKhranging from5 to 100( gure 3.13. Figure
3.13 is labeled according to the same scheme used in theopsesiiassi er generalization
errorin gures 3.10 and 3.11.

Unlike in the previous cases, there was a large and signi oaduction in classi ca-
tion error when using PACA compared to every other featutecten or dimensionality
reduction methods. However, these improvements weredatd the cases where= 0:1.
For the high regularization case € 0:1;, = 0:1), PACA had a mean improvement of
10:9% 4:380ver PCA (Two-tailed T-te$tp < 0:03), 8:83% 2:51over NMF ( < 0:005,
and a mean improvement 6f17% 1:98 over SPM p < 0:01) when matched for indi-
vidual settings oK . In the medium regularization case € 0:1; = 0:01), PACA had
a mean improvement &75% 4:00over PCA f < 0:05 and5:33% 1.65over NMF
(p < 0:01), but no signi cant improvement over SPM. In other setting$ACA hyperpa-

rameters, there was no signi cant improvement between PA@Géany other algorithm.

®Null hypothesis: the mean difference between classi edjtéon errors of the two compared algorithms
when matched for individual settings Kf is zero.
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Figure 3.13:Classi cation performance on the “ideal” dataset.

3.4 Visualizing the Reduced Data

Once we had established that the PACA model was a practigabement over existing
means of dimensionality reduction, we attempted to nd waygsualize the neural topics

found by the model and assess latent variablesdZ from a neuroscienti ¢ perspective.

3.4.1 Neural Topics

To visualize the neural topics discovered by PACA, we sebbtiie model tting results that
had the least classi er prediction error from the singlejeabin the Haxby et al. (2001)
dataset and subject 13 from the ROSM datasets. Both of tlmesesponded to the case
whereK = 50, although different hyperparameters were used in each Gasgetermine
which of the 50 neural topics to visualize, we performed awuariate logistic regression

for each of theK neural topics on each of the cognitive labels of the expartrasing the
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Matlab statistics toolbox. For each of the cognitive lapele discarded non-signi cant
(p 0:05) topics and sorted the remaining topics by the absoluteevalihe discovered
relationshipj j. Very few of the neural topics had uni-variate signi canfat@nships for
the cognitive labels, as measured through logistic regress

Four neural topics with signi cant predictive relationpkifor four selected cognitive
labels from the Haxby et al. (2001) experiment are shown iareg3.14. Each subplot
shows the values ofy., for four representative axial slices; negative valuesko¥ are
shown in blue, values near zero in red, and positive valuestaown in yellow. The color
scales of each neural topig, are normalized for that topic. The value of is indicated
for each visualized ,. A similar plot showing two neural topics for each of the cibige
labels in the ROSM experiment is presented in gure 3.15

Although a rigorous neuroscienti ¢ analysis of the disc@geneural topics is out of the
scope of this thesis, it's interesting to note the varyingrdes of smoothness and spatial
organization of the different topics. For instance, netwgics 43 and 44 in gure 3.14
both show clear “pockets” of excitation in somewhat siméegas, although topic 44 has a
positive for the “house” category while topic 43 has a negativier the “cat” category.
Thus, these discovered topics are qualitatively condistéh the distributed and overlap-
ping representations of objects in ventral temporal cadlisgussed in Haxby et al. (2001).
Topographical organization of the ROSM topics in frontatter is much less clear ( gure
3.15), but there no evidence yet to suggest for or againtiefigdocalized representations

of retrieval orientation.

3.4.2 Brain States

To gain a qualitative notion of the differences of the redldata found by the different
dimensionality reduction algorithms, we visualized thenatrices of the PACA models
used in the previous section. To form the plots in in gures63and 3.17, we created an

image where the relative brightness of each pixel represbetvaluez,... We then sorted
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face house cat bottle

Figure 3.14:Visualization of selected neural “topics” discovered byd?Aon the Haxby et al.
(2001) dataset ( = 0:1; = 0:01,K = 50). Uni-variate logistic regression was performed to
establish the strength of a predictive relationship betnesch of neural topics and each cognitive
label. Shown are four signi cant topics for four selectedjaitive categories: face, house, cat, and
bottle. The images are four axial slices of cortex with thieles of ., superimposed; blue colors
indicate negative values ofy.,, while yellow values indicate positive values. Color sedf@ve
been normalized for each topic. The strength of the predictlationship , is also displayed for
each topic.
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artist function read

Figure 3.15.Visualization of selected neural “topics” discovered byd@don subject 13 from the
ROSM dataset ( = 0:01;, = 0:1;K = 50). Uni-variate logistic regression was performed to
establish the strength of a predictive relationship betwesch of neural topics and each cognitive
label. Shown are two signi cant topics for the three retaleorientations: artist, function, and read.
The images are four axial slices of cortex with the valuesgf superimposed; blue colors indicate
negative values of.,, yellow values indicate positive values. Color scales Ha@n normalized
for each topic. The strength of the predictive relationships also displayed for each topic.
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Figure 3.16:The “Z-Images” of the Haxby et al. (2001) dataset from d#fgr dimensionality
reduction algorithmsa, PACA, b, PCA, andc, NMF. Timepoints are grouped by experimental cat-
egory and ordered within category by correlation based gndm. For non-PCA decompositions,
topics are ordered by correlation based dendrograim; timpics are ordered according to decreasing
eigenvalues. All shown fak = 50. The top 8 rows of each picture show the category groupings.
the columns of the image to group similar timepoints togethed sorted the rows of the
image to group similar neural topics together, since thexedk andt are exchangeable
by assumption. Sorting was done by taking the ordering ohaagram produced through
correlation-based agglomerative clustering along eatimeafespective dimensions. We the
concatenated the sorted, pixel-based representati@n(tt-image”) with the associated
matrix of binary cognitive labely¥ , so that the reduced representation of the different
cognitive states could be directly and visually comparedthke Z-image, a neural topic
that is associated with a particular cognitive state wipegr as a dark or light horizontal
bar, while groups of such topics will appear as a dark or lijbtk.

Qualitatively, we see that the three dimensionality reiduncalgorithms-PACA, PCA,
and NMF-produced dramatically different representatiohthe observed data in the re-
duced space df. As expected, the encoding of voxel activity found by PACAimsilar to
the encoding of faces discussed in section 3.1: most tim&gare represented by many
small values of,.;, with a few very large values for each timepoint. The Z-imagBMF
appears qualitatively similar to that of PCA, except thas flar more sparse. PCA, on the

other hand, has a dramatically asymmetrical representa®most of the variance in the
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Figure 3.17:The “Z-Images” of subject 13 of the ROSM dataset from diffeerdimensionality
reduction algorithmsa, PACA, b, PCA, andc, NMF. Timepoints are grouped by experimental cat-
egory and ordered within category by correlation based igndm. For non-PCA decompositions,
topics are ordered by correlation based dendrograim,; timpics are ordered according to decreasing
eigenvalues. All shown fdk = 50. The top 3 rows of each picture show the category groupings.
Z-image is accounted for by the rst few principal comporserenerally, very few neural
topics appear visually to be strongly associated with amyquéar topic, which agrees with
the result from the previous section that very few PACA tepuere signi cantly predictive

of any cognitive label through logistic regression.
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Chapter 4

Discussion

In this thesis, we have developed four central points. Fivstshowed how a set of neu-
roscienti cally motivated assumptions could be instatgthin a probabilistic model by
representing that model graphically and de ning condigibprobability distributions (sec-
tion 2.1). Second, we compared these modeling assumptidhese behind two currently
popular methods of dimensionality reduction, PCA and NMIe idund that PCA and
NMF did not satisfy the neuroscienti c assumptions behimel hew PACA model (section
2.5). Third, we showed experimentally that the PACA modelsgjood or better than the
other models at decomposing functional imaging data inttrimactors (section 3.3.2),
and that classifying on PACA reduced data yields bettesclzgion accuracy than classi-
fying on reduced data from PCA or NMF (section 3.3.3). Funti@re, in certain synthetic
conditions, the PACA model boosted classi cation perfonoa beyond that obtained by
supervised methods (section 3.3.4). Finally, we began ptoex the qualitative proper-
ties of the discovered neural topics and brain states inose8t4, and we found general

agreement with earlier work using the same subjects.
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4.1 Key Points

4.1.1 Modeling Assumptions are Important

The single most important implication of these results casitommed up very simply: the
intrinsic assumptions behind any method of dimensionaétjuction have a crucial im-
pact on the resulting analysis, whether or not these assomspare explicitly expressed.
Equivalently, we can improve the quality of our fMRI analysixperiments by incorpo-
rating existing neuroscienti ¢ knowledge into our data moptechniques. Furthermore,
we can accomplish this by explicitly specifying conditibpaobability distributions in a
generative model of the data we are trying to analyze. Those shere are so many meth-
ods of dimensionality reduction (McKeown et al., 1998; SBeWMeyer, 2006; Fan et al.,
2006), qualitative comparison of the underlying assunmaimight provide one means of
determining which methods are appropriate for fMRI analysid which methods are not.
When the potential models can all be represented grappicalélitative comparisons be-
comes intuitive and easy; in this thesis, we were able to esenfechniques for which the
underlying generative assumptions were not immediatesralJolliffe, 2002; Tipping &
Bishop, 1999; Lee & Seung, 1999).

However, it is also important to recognize that comparirgdlenerative assumptions
underlying dimensionality reduction methods is only us&fben it is possible to make
de nitive judgments about the suitability of those assuimpt In this thesis, we motivate
the PACA modeling assumptions from a neuroscienti ¢ pecsige, but the assumptions
we made are relatively straightforward and uncontroverEieve wish to expand the com-
plexity of the model to better re ect the nuances of the data,will need to increase the
speci city of the underlying assumptions. Presumably,aahe point the assumptions will
become purely speculative, and the utility of qualitativebmparing such complex and

speculative models will be much less than in the basic caseigmed in this thesis.
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4.1.2 Supervised vs. Unsupervised Analysis

This thesis also provides an investigation into the prattene t of unsupervised dimen-
sionality reduction techniques as an alternative to supedvfeature selection methods,
such as SPM. In this case, we found that no unsupervised thetas as effective at re-
ducing the dimensionality of the data as the supervised Staad. Nonetheless, in the
“ideal” synthetic case, PACA was able to boost classi cataxcuracy beyond that of su-
pervised methods. This result supports the intuitive moti@t neither purely supervised
nor purely unsupervised methods are optimal for fMRI analyghile SPM ignores struc-
tural information in the voxel data and considers each voralariately, PACA completely
ignores all information about cognitive state that the béral cognitive labels provide.
One potential “hack” to combine supervised and unsupethaslysis is simply to run
the dimensionality reduction algorithm PACA on voxels thave been preselected by SPM
to be informative. This method would essentially replicéie “ideal” synthetic case, but
without the “peeking” at the entire dataset. The dif cultytivsuch a solution is that the
computational requirements will be very demanding due ¢émied to run dimensionality
reduction on each iteration of cross validation, and thlst&m would sacri ce all other
bene ts of unsupervised analysis in the name of reducedictagion error. Furthermore,
within the framework of probabilistic generative modetdsipossible to account for both

labeled and unlabeled in a rigorous fashion (Nigam et aDP20

4.1.3 Choosing the Right Number of Components

One fundamental issue critical to any dimensionality réidacor latent variable model is
the question of how to sele&t, the number of components in the reduced dimensions
of the model. Interestingly, there appears to be a relgtimatrow range oK for which
both reconstruction error and classi cation predictioroeare minimized most ef ciently,
and this range is consistent across both the Haxby et allj2fdtaset and the ROSM

datasets. In gures 3.8 and 3.9, the reconstruction erroPRCA across all parameter
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sets consistently levels off at approximat&ly= 40. Thus,K = 40 is the approximately
the number of components at which the PACA model can repedue original voxel

data most effectively. Similarly, as discussed in sectid3 a consistent minimum of
classi cation error occurred approximately in the range= [30; 50]

Because the reconstruction error is a measure that is ceaputhout looking at the
labels of the data, it is therefore potentially possible &ximize the degree to which the
PACA reduced data predicts cognitive labels without anyesuiped experimentation at
all. One could choosK by calculating generalization reconstruction error foaage of
values and then selecting the value closest to the “elbowliefeconstruction error curve.
Such a procedure would allow non-trivial choiceskoffor exploratory “mind-reading”
experiments in which cognitive task labels are entirelyeabsFor example, Hasson et al.
(2004) examined multiple subject fMRI responses to clipthefmovieThe Good, the Bad,
and the Uglyand used reverse-correlation to discover which cognaspects of the movie
scenes the subjects’ brains were responding to. A similalyais could be repeated using
a dimensionality reduction technique such as PACA, andngdihose timepoints in the
movie that were represented by similar brain states in theaed space—but only if there
is an unsupervised means of choosing hyperparameterdsbatimizes “mind-reading”

performance.

4.1.4 Bene ts of Regularization

The experimental results in this thesis also reinforce thpeortance of regularization in
overspeci ed problems, such as the “mind-reading” probleéks noted in sections 3.3.3,
PACA tended to minimize classi er error when PACA was runtwigelatively high regu-

larization hyperparameters € 0:1and/or = 0:1). The sensitivity of PACA to particular
settings of the hyperparameters was less important foreb@nistruction error paradigm,
but NMF was notably very sensitive to over tting. We also ethat the bene t of regular-

ization increased d§ increased, indicative of the propensity of the model to d&erthe
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complexity of the model increased. Thus, the use of priobabdlities over the parameters

in probabilistic generative models is successful in prémgrover tting.

4.1.5 Limitations of Experimental Results

There are several important limitations of the experimlengisults in this thesis that arise
due to the averaging step of the analysis ( gure 3.6¢). Fans¢ of the goals of most “mind-
reading” experiments, including the analysis of Robisaal . g2007), is to predict cognitive
state at the maximum temporal resolution of fMRI. By avenggiogether timepoints, we
bring the data into line with our model's assumptions of exxability among timepoints,
but we also lose the ability to assess experimentally thetiped use of dimensionality
reduction algorithms in these more detailed analyses. hEurtore, averaging together
experimental mini-blocks increases the signal-to-naagie of the dataset. Higher signal-
to-noise ratios results in much more accurate classi eas tim the more general case of
non-averaged time-series data. Speci cally, we suspedttility of SPM as a method for
feature selection might be partially in ated due to the lovaenounts of noise; with less
noise, it should be easier to tell which voxels are inforreasibout the cognitive labels and
which are not. Regularization should also be more impoxtdugn the noise content of the
data is high.

Another limitation of the current experiment is that we wigmated by time constraints
when exploring settings of the hyperparameteend . We noted earlier that the “high”
regularization condition produced the lowest reconstoncand classi er errors; ideally,
we would be able to map out performance over a large portidmedfiyperparameter space,
to determine the size and uniqueness of the optimal set ofrpgpameters. Thus, the
experimental results presented in this thesis do not reptdbe optimal performance of

the PACA model.
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4.2 Directions for Future Work

There are several ways in which the PACA model could be imgulplaoth analytically and
practically. First, one could substitute the Gaussianrmver and corresponding L2 reg-
ularization with a Laplace distribution to enforce L1 regpugation over the neural topics.
As discussed earlier (section 2.4.3), regularizationgitiie L1 norm causes the model to
nd sparse solutions to the problem; if we used a L1 norm oherreural topics, PACA
would nd neural topics that were sparsely distributed imasp over cortex. Sparse neural
topics might be more desirable than the “smooth” topics tbrthe current PACA model
with L2 regularization; although Haxby et al. (2001) foundtdbuted representations of
objects in ventral temporal cortex, there is nonethelessraic amount of topographi-
cal organization inherent in much of cortical structurertke@rmore, the improvement of
PACA over supervised methods on the “ideal” synthetic dstasght suggest that dimen-
sionality reduction works best when the number of voxeldharieural topics is relatively
small and the distribution is sparse. Using a sparse symaitaldistribution might therefore
be a way to approximate the bene t of the voxel selection usemleate the “ideal” dataset
originally in an unsupervised manner.

A second potential improvement to the existing model wowddouse a more powerful

approximate inference technique to infer the postatistributionof the parameters,

p( ;ZjX5 )= p(Xj ;Z; )p( j)pZj); (4.1)

rather than nding the MAP estimate,,p; \1ap. If the posterior distribution is known, we
can examine the posterior directly to nd whether or not tlsterior distribution is multi-
modal and to estimate the con dence intervals for particpégameters. We can then easily
and more rigorously generalize our analysis to new datagubi® same inference process
as was used to nd the original data, simply by using our pastelistribution on one step

as the prior distribution on the next step (a process knovan“8ayesian update” (Russell
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& Norvig, 2003)). One promising means of performing ef cteand accurate approximate
inference isvariational inferenceBlei et al., 2003).

Finally, there are a number of ways the PACA graphical modeild be expanded
structurally to remove the limiting, unrealistic assurops of exchangability in both space
in time. To account for time-series data, an dependencyddoelintroduced between the
brain state at time and the brain state at previous tintes 1;:::;t d. Similarly, to
account for the spatial relationship between voxels, tpetmean of a given voxel could
be modeled to depend on that of its spatially located neighlda this manner, the PACA

model can be expanded in the future to account for more typesta.
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